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Abstract 
As SoC design enters into mainstream usage, the ability to 
make post-fabrication changes will become more and 
more attractive.  This ability can be realized using 
programmable logic cores.  These cores are like any other 
IP in the SoC design methodology, except that their 
function can be changed after fabrication.  In many cases, 
non-rectangular programmable logic cores are required, 
either to better mesh with the other IP cores, or because of 
I/O constraints. In order to use programmable logic cores, 
placement and routing algorithms are required to 
implement user circuits on the core.  Existing placement 
and routing algorithms that target programmable logic 
were optimized for stand-alone FPGA’s which are 
invariably square or rectangular.  In this paper we show 
that these algorithms do not work well when targetting  
non-rectangular programmable logic cores, and we 
present enhancements to existing placement and routing 
algorithms that allow the algorithms to better target these 
cores.  It is shown that the new algorithms lead to a 12% 
critical path improvement for “U”-shaped cores, and a 
4%  improvement for “O”-shaped cores.  The density and 
speed penalty for using these non-rectangular cores  is 
significant, compared to square cores, however, we show 
that the penalty would be significantly larger if the 
original algorithms were used. 
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troduction 
cent years have seen impressive improvements in the 
evable density of integrated circuits. In order to 
tain this rate of improvement, designers need new 

niques to handle the increased complexity inherent in 
 large chips.    

 such emerging technique is the System-on-a-Chip 
) design methodology.  In this methodology, pre-
ned and pre-verified blocks, often called cores or

lectual property (IP) are obtained from internal 
ces or third-parties, and combined onto a single chip.  
e cores may include embedded processors, memory 
ks, or circuits that handle specific processing 
tions.  The SoC designer, who would have only limited 
ledge of the structure of these cores, could then 

bine them onto a chip to implement complex functions.  
o matter how seamless the SoC design flow is made, 
no matter how careful an SoC designer is, there will 
ys be some chips that are designed, manufactured, and 
 deemed unsuitable.  This may be due to design errors 
etected by simulation or it may be due to a change in 

irements.  This problem is not unique to chips 
ned using the SoC methodology.   However, the SoC 
odology provides an elegant solution to the problem: 
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cores (EPLC’s) can be incorporated into the SoC.   The 
embedded programmable logic core is a flexible logic 
fabric that can be customized to implement any digital 
circuit after fabrication.  Before fabrication, the designer 
embeds a programmable fabric (consisting of many 
uncommitted gates and programmable interconnects 
between the gates).  After the fabrication, the designer can 
then program these gates and the connections between 
them.  Several companies, including Actel, Atmel and 
eASIC already provide EPLC’s [10,12,13]. 
     Figure 1 shows two hypothetical examples of where 
EPLC’s may be beneficial.  In Figure 1(a), an EPLC 
implements interface logic between the other ASIC cores 
inside the chip and the peripherals outside the chip.  As 
standards change, it is beneficial if this interface logic is 
flexible.  Figure 1(b) shows another example in which the 
EPLC’s are used as test logic controllers in SoC design [1].  
This allows a test engineer to implement new test stimulus 
and/or test analysis circuits on the programmable core after 
the chip is fabricated.  As testing proceeds, if errors are 
found, new tests can be devised and the new on-chip test 
circuitry can be implemented in the EPLC.  
   The architecture of most EPLC’s inherits much from the 
architecture of stand-alone FPGA’s.  In these devices, 
configurable logic elements (usually sets of lookup-tables) 
are placed in a grid, separated by horizontal and vertical 
channels containing fixed metal tracks.  These metal tracks 
are connected to each other and to the logic elements using 
programmable switches.  This is often termed an island-
style architecture.  The number of logic elements on an 
FPGA die is usually dictated by cost and/or die-size 
constraints.  Invariably, however, the shape of the FPGA 
die is either square or rectangular. 
   In SoC design, however, it may be desirable to use an 
EPLC which is not square or rectangular.  In Figure 1(a), 
for example, the EPLC is L-shaped; not only may this 
better mesh with the other cores, but an L-shape may be 
very suitable if the I/O associated with this block spans 
more than one edge of the chip.  In Figure 1(b), both “O” 
shaped and “U” shaped EPLC’s can be seen.  “O” shaped 
EPLC’s can be used as a “wrapper” around other (possibly 
fixed-function) cores, in this case, to map test signals to the 
cores.  “U” shaped EPLC’s may also be used when a 
complete wrapping is not required.  In any case, it is clear 
that EPLC’s should be able to take on shapes other than 
rectangular. 
    Constructing a non-rectangular core is straightforward.  
The island-style architecture in most EPLC’s provides a 
natural way to implement “L”, “U”, and “O”–shaped cores; 
one or more basic logic elements (and the routing around 
these logic elements) can be removed to form an “L”, “U”, 
or “O”.  An example is shown in Figure 2; in this case, the 
logic elements in the shaded region can be removed to 
form a “U”-shaped core. 
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  Figure 2: Constructing a “U”-shaped core 

der to use a non-rectangular core, however, placement 
routing tools that map user circuits to the EPLC are 
ired.  It is important to note that we are not referring to 
ool that positions the EPLC on the chip with the other 
s; we are referring to the tool that places and routes the 
s of the user circuit on the EPLC after chip fabrication.
 place and route tools have been well-studied for 
-alone FPGA’s; however, as described above, EPLC’s 

 differ in that they may not be square or rectangular.  
e FPGA place and route tools use algorithms which are 
rently geometrical, it seems likely that the same 
rithms may not perform well for “L”, “U”, and “O”-
ed EPLC’s.  In this paper, we investigate place and 
 algorithms for these non-rectangular EPLC’s.  In 
cular, we answer the following questions: 

Can standard FPGA place and route algorithms map 
user circuits to “L”-shaped, “O”-shaped, and “U”-
shaped EPLC’s, and if not, how can they be modified 
so that they do? 
What is the penalty (if any) for using non-rectangular 
cores compared to rectangular cores? 
How does the algorithm perform as the EPLC 
becomes more non-rectangular (for example, as the 
“hole” removed to create an “O” becomes larger)? 

ting in an FPGA is similar to the global/detailed 
ng in standard cell and custom chip tools.   These 
 can handle non-rectangular shapes by breaking these 
es into rectangular channels, and routing within the 
nels separately.  It is conceivable that we could do the 
 thing here: break the EPLC into rectangular regions, 
place and route within each region separately.  This 
not likely work well, however, since: 

In our scenario, if we were to artificially divide our 
non-rectangular core into rectangular regions, we 



would need to partition logic among these regions (for 
example, partition logic among each arm of an “L”).  
This may lead to inefficient implementation, since the 
partitioning algorithm would likely be performed 
before any placement and routing.  The standard cell 
routers only performs routing, and thus does not need 
to partition logic. 

2. Even if we were able to partition the user circuit into 
rectangular regions, we would need to impose 
additional constraints on the positions of the 
interconnects that connect between these regions.  
Since the flexibility in EPLC’s is so much smaller than 
that in custom cells, fixing the entry and exit points of 
connections between the regions would significantly 
hurt routability. 

Thus, we must use a placement and routing tool that can 
map user circuits to non-rectangular EPLC’s without 
breaking the EPLC into rectangular regions.  In Section 2, 
we describe an existing stand-alone FPGA placement and 
routing tool.  In Section 3, we will show how this tool can 
be modified to better support “L”, “U”, and “O” shaped 
EPLC’s.  In Section 4, we will experimentally investigate 
how the algorithm performs, and in Section 5, we will 
experimentally quantify the penalty for using non-
rectangular cores, and determine how the algorithm 
performs as the core becomes less and less rectangular.   

2. Placement and Routing for Stand-Alone 
FPGA’s 
We have based our algorithms on the existing VPR place 
and route tool [2].  The following subsections describe the 
relevant details of the algorithms; a more complete 
description is in [3,4]. 

a)  Placement  
Placement is the process of assigning a physical logic 
element to each logic element in the user circuit.  VPR 
employs a timing-driven simulated-annealing based 
placement algorithm.  The cost function employed the 
annealer is: 

Cost = (1- ) * (normalized wiring cost) +  
 * (normalized timing cost) 

where  is a constant1.  The wiring cost is the normalized 
sum of the scaled bounding boxes of each net.  The timing 
cost is 

Circuit,

),(CostTimingCostTiming
ji

ji

where 
exp),(yCriticalit),(Delay),(CostTiming jijiji

1 In [4], it is shown that =0.5 works well.
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exp is a constant.  The delay of a connection clearly 
nds on the placement; calculation of this delay during 
ement is difficult.  VPR uses a pre-computed matrix 
contains the delay of each potential connection (an 
l fast route of each connection is performed, and 

ore delay is used to estimate the delay).  Note that it is 
ecessary to compute the delay between every pair of 
 elements; in most standalone FPGA’s, the delay 
een location (x,y) and (x+ x, y+ y) is approximately 
pendent of the value of x and y.  This is shown in 
re 3; the delay of a net connecting a and b will be 
oximately the same as a delay of a net connecting c
d.  Thus, a single array indexed on the span of each 
 is enough.  For each potential placement, the x and y
 of each wire can be found, and the matrix can be used 
uickly find the delay of each connection.  For more 
ils, see [4]. 

outing 
goal of an FPGA router is to find paths for the 
ections between the placed logic blocks.  Unlike a 
nel router, each route must be constructed using fixed 
l tracks connected using programmable switches.  
, the flexibility available to an FPGA router is far less 

 that available to a channel router.  Because of this, 
le-step combined global/detailed routers are often used 
 targeting FPGAs, rather than separate global and 

iled routers.   
e router is based on the Pathfinder algorithm [5].  Nets 
routed sequentially using an A* maze-routing 

rithm.  Initially, nets are allowed to share physical 
s.  Once all nets have been routed, the cost of two nets 

ing a track is increased slightly.  Each net is then 
d-up and re-routed.  This is repeated for several 

tions; each time the cost of sharing becomes slightly  
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higher.  When, at the end of an iteration, no track is shared 
between more than one net, a legal routing has been found, 
and the algorithm terminates.   
   During maze-routing, the fitness of each potential 
segment n that might be added to the net is evaluated using 
the following cost function: 

)()()()yCriticalit1()(DelayyCriticalit)(Cost npnhnbnn

where delay(n) is the Elmore delay of the segment n, and 
b(n), h(n), and p(n) are the base cost, the historical 
congestion cost, and the present congestion cost of using 
segment n, and the Criticality is a measure of how close to 
the critical path a given segment is.  The first term in the 
cost function represents the delay of the currently routed 
net, while the second represents the congestion cost for the 
current segment.  Nets with a high value of Criticality (ie. 
nets on or near the critical path) are thus routed primarily 
for speed, while other nets are routed primarily for 
congestion.  This ensures that, as routing progresses, nets 
which are not critical are moved away from congested 
regions. 
   For large FPGA’s, standard maze-routing can become 
very slow, and consume a significant amount of memory.  
Thus, VPR uses an A*-type algorithm.  Rather than 
choosing a segment using the above cost function, the 
following is used: 

Total Cost(n)  = Cost(n) + Estimated Cost (n) 

where the Estimated Cost term is computed using the 
Manhattan distance between the current routing segment 
and the sink of the connection.  Figure 4 shows this 
graphically; the Estimated Cost term for the segment would 
be x+y. In this way, most connections are found very 
quickly; the algorithm reverts to a standard maze-router if 
there is significant congestion.    
   To further speed the routing algorithm, a bounding box 
around the net being routed is computed.  This size of this 
bounding box is then increased by two logic elements in 
each direction.  When routing, the router does not expand 
to segments that lie outside this bounding box.  In [3], it is 
shown that this has a negligible effect on route quality, but 
speeds up routing somewhat.  

3. Place and Route for Non-Rectangular EPLC’s 
   The VPR placement and routing algorithms described in 
Section 2 are both geometry-based.   In the following two 
subsections, we will show why these algorithms are not 
suitable for non-rectangular cores, and will show 
enhancements to better support these cores. 
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lacement 
current placement tool does not produce good 

tions on “O” and “U”-shaped cores.  Figure 5 shows 
roblem.  As described in Section 2, the delay between 

ir of logic blocks is found using a pre-computed delay 
up table, indexed by the x and y span of the net.  As 
n in Figure 5, the Manhattan distance between two 

ks may not correctly represent the shortest path 
nce between the two nodes in “U” and “O”-shaped 
s.  Therefore, the delay value stored in the pre-
puted delay lookup table gives a very poor estimate of 
actual delay of this connection.  This poor delay 
ation also affects the Criticality of this connection.  If 
onnection shown in Figure 5 is on or near the critical 

, the placer would not pay as much attention as it 
ld to minimize the delay of this connection and 
tually could result in a slower circuit. 
 “U” or an “O”-shaped core, the same delay table can 
e used for each block; different (x,y) locations should 
 different delay tables.  One possible solution is to 

Manhattan Distance

Shortest Path Distance
Between the Two Terminals

region #2on #1

sinkource

ure 5: Difference between the Manhattan distance and 
the shortest path distance in a “U”-shaped core 



compute a separate delay table for each block location 
(x,y).  However, this is very non-scalable, and could make 
the placer run very slow and require too much memory.  
Our solution is to compute separate delay tables for all 
blocks in Regions 1 and 2 in Figure 5; this delay table is 
used for all nets that span the two regions.  The original 
delay table for all other nets.  A similar technique can be 
used for “O”-shaped cores.   

b)  Routing 
The current routing algorithm does not produce good 
solutions on “O” and “U”-shaped cores.  Figure 6 shows 
the first problem.  As described in Section 2, the router 
finds a bounding box around each net, expands it by two 
logic elements in each direction; the router then does not 
explore routes outside this bounding box.  As shown in 
Figure 6, this can cause a problem in “U” and “O”-shaped 
cores.   In the figure, the net will not be successfully 
routed, because all potential routes must pass outside the 
bounding box.  The solution to this problem is 
straightforward; we simply remove the bounding box 
constraint, and allow the router to explore the entire graph.  
Although this slows down the algorithm somewhat, 
experiments have shown that the impact on run-time is very 
small. 
   The second problem is that estimated cost term in the A* 
search may be inaccurate.  As described in Section 2, the 
expected cost is computed as the Manhattan distance 
between the current routing segment and the sink of the 
connection.  Figure 5 shows an example where this 
estimation is incorrect.  In this case, the preferred route is 
to leave the source in a downward direction.  However,  

Routing Boundary

Fail to route this net between
the two terminals

Figure 6: Failure of routing in a “U”-shaped core 
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g the current cost function, the upwards direction 
ars equally attractive.  Although the correct route will 
be eventually found, the portion of the routing fabric 
will be explored is large, especially considering that 
bounding box constraint has been removed, as 
ribed above.  This leads to long run times.   
r solution is to explicitly add terms to better estimate 
istance from the current routing segment to the sink in 
and “O”-shaped cores.  This is shown in Figure 7. 
ote that none of these enhancements are needed for 
shaped cores.  Circuits can be placed and routed on 
shaped cores using the same tools as for square and 
ngular cores. 

lgorithm Evaluation 

ethodology 
valuate the proposed algorithmic enhancements, we 
rimentally mapped sixteen large benchmark circuits 
 the Microelectronics Corporation of North Carolina 
NC) [9] onto a model EPLC.  We assumed an island-
 EPLC, where each logic block contains four 4-input 
up tables and four flip-flops.  It was assumed that each 
 wiring track spans one logic block and Wilton switch 

k [14] is employed.  We assumed a 0.18 m CMOS 
ess available from TSMC.   
ch circuit was first mapped to 4-input lookup tables 
flip-flops using Flowmap/Flowpack [6].  The lookup 
s and flip-flops were then packed into logic blocks 
 a timing-driven packing algorithm [7].  The logic 

ks were then placed and routed on an appropriately 
 EPLC using both the original and enhanced 

rithms. For each circuit, we sized the EPLC to be the 
lest shape that meets the relative aspect ratios shown 
igure 8.  Only “U” and “O” shaped core results are 
ribed in this section, since as described above, existing 

 Estimated distance between the current location (x1, y1) and the destination
ation (x2, y2).
 Horizontal part of the estimated distance D.
 Vertical part of the estimated distance D.

 is the y-coordinate where the region containing (x1, y1 ) touches
e connection region above it. The same applies for y2a.
 is the y-coordinate where the region containing (x1, y1) touches
e connection region below it. The same applies for y2b.

CoreShape = “U”) {            /* U-shaped core */
V = abs (y1 – y1b) + abs (y2 – y2b);      /* use lower path only */

 if (CoreShape = “O”)  {                                /* O-shaped core */
V1 = abs (y1 – y1a) + abs (y2 – y2a);    /* use upper path */
V2 = abs (y1 – y1b) + abs (y2 – y2b);    /* use lower path */
V = min (V1, V2);                                   /* choose the shortest path */

 {                                                                    /* L-shaped or rectangular core */
V = abs (y1 – y2);                                   /* then use Manhattan distance */

 abs (x1 – x2);
 H + V;

Figure 7: Psuedo-code of the correct shortest path
distance calculation for "U" and "O"-shaped cores



place and route tools work well with “L”-shaped cores.  
Routing was performed twice; the first route was used to 
find the minimum number of routing tracks needed for 
100% routability.  This number was then increased by 
20%, and the routing repeated.  This “low-stress” routing is 
representative of the routing performed in real industrial 
designs. 

b) Results 
Table 1 shows the routing area (in terms of the number of 
Minimum Transistor Equivalents [3]), critical path delay, 
and algorithm run-time for all sixteen circuits implemented 
on a “U”-shaped EPLC.  Columns 2 to 5 show results for 
the original VPR placement and routing tool, columns 6 to 
9 show the results for the original VPR placement 
algorithm and the enhanced routing algorithm, and 
columns 10 to 13 show the results for the enhanced 
placement and routing algorithms.  As the Table shows, the 
enhanced router produces similar results to the original 
router, but with a 62% faster run-time.  When the enhanced 
placer is used, the run-time is increased somewhat, but the 
critical path delay is reduced by approximately 12%. 
     Table 2 shows the results for an “O”-shaped core.  
Again, the improvement in run-time of the enhanced router 
is significant (40%).  The improvement in critical path 
when the enhanced placer is used is about 4%. 

5.  Architecture Study 
The results in Tables 1 and 2 show that the algorithm 
works well for a particular aspect ratio.  In this section, we 
answer two questions.  First, we investigate how the 
efficiency of an “L”, “U”, and “O”-shaped core compares 
to a square core.  Second, we investigate how this 
efficiency changes as the dimensions of the core change.  
In [8], it was shown that the efficiency of a rectangular 
core is less than that of a square core, and that the 
efficiency drops as the core gets more and more 
rectangular.  In this section, we investigate whether this is 
true for our non-rectangular cores. 

a)  Methodology 
We use the same experimental set-up and benchmark 
circuits as in Section 4.  We define the thinness of an “L”, 
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Figure 8: The relative aspect ratios of a "U"-shaped core
and an "O"-shaped core used in algorithm evaluation
 and “O”-shaped core as the proportion of a square 
 that is removed to create the irregularly-shaped core.  
 quantity can range from 0 to 1.  A value of 0 would 
ribe a square core; as the thinness increases, the core 
mes more and more non-square.   This is shown 
hically in Figure 9. 

esults 
re 10 shows the area and critical path results as a 
tion of thinness, for “L”, “U”, and “O”-shaped cores.  
xpected, as the thinness increases, the area and delay 
iency decreases.  The area penalty is significant; for a 
ess of 0.64, there is a penalty of between 50% and 
 depending on the shape.  The delay impact is not as 

ificant.  Figure 11 shows that this is directly a result of 
mproved algorithms described in this paper.  Using the 
nced algorithms, for a thinness of 0.64, the delay 
lty of a “U”-shaped core is approximately 60%, while 
e original algorithms had been employed, the delay 
lty would be almost 150%.  The results for an “O”-
ed core are similar. 

onclusions 
is paper, we have presented enhanced placement and 
ng algorithms for “U”-shaped and “O”-shaped 
edded programmable logic cores.  For a typical “U”-
ed core (thinness=0.64), the algorithms give a 12% 
ction in the critical path of the resulting circuit, 
pared to algorithms optimized for square and 
ngular cores.  A critical path reduction of 4% for an 
shaped core was obtained.  For both “U” and “O”-
ed cores, the enhanced router runs much faster than 
riginal router but the enhanced placer runs slower than 
riginal placer because calculation for additional delay 
s is required.  Overall, the run-time of the two 
rithms together remains roughly the same for a “O”-
ed core is reduced by 25% for the “U”-shaped core.
e also have shown that the penalty for using “U” and 

shaped programmable logic cores is significant, even 
 the new placement and routing algorithms.  It is 
rtant to note that we are not suggesting that “U” and 
shaped cores are a bad idea.  In many cases, a non-
ngular core will be required, either because of I/O 
traints or because it is the only shape that will fit well 
 other cores in an SoC.  Instead, our results show that 
ch a core is used, the enhancements to the placement 
routing can significantly reduce the area and delay 
lty.  For a typical “U”-shaped core (thinness=0.64), 
proposed algorithms reduce the delay penalty from 

 to 60%.



Original Placer and Router Original Placer, Enh
Run Time (s) 

Circuit 
Area

(MTE) 
Critical 

Path 
(ns) 

 Place Route 
Area

(MTE) 
Critical 

Path 
(ns) 

C6288 6883 44.9 31 29 5561 39.1 
alu4 10133 32.8 146 617 10510 36.5 
apex2 11601 32.8 281 387 11601 39.7 
apex4 13120 38.6 130 255 14808 32.4 
bigkey 11427 22.6 284 452 12248 25.3 
dsip 10302 16.0 314 300 10914 14.7 
ex1010 10651 59.2 1755 2233 10469 57.5 
ex5p 11634 29.5 125 195 12292 29.9 
frisc 14552 33.2 1049 2030 12913 35.2 
iir16 6205 34.2 869 481 6318 32.0 
misex3 11541 32.6 136 192 11367 32.3 
misex3c 7264 20.9 30 53 7799 22.4 
s298 8447 40.6 214 222 8447 40.9 
seq 12181 34.0 254 412 11364 32.3 
sort8 11191 78.8 245 423 11043 79.4 
tseng 9940 17.4 138 134 9570 15.7 
Geom. 
Average 10185 32.7 216 304 10149 32.5 
Diff % -- -- -- -- -0.4% -0.6% 

Table 1: Results for “U”-shap

Original Placer and Router Original Placer, Enh
Run Time (s) 

Circuit 
Area

(MTE) 
Critical 

Path 
(ns) 

 Place Route 
Area

(MTE) 
Critical 

Path 
(ns) 

C6288 5254 41.3 29 12 5254 38.8 
alu4 9606 33.9 131 220 9606 30.9 
apex2 11454 35.8 253 553 11630 34.5 
apex4 12211 33.0 117 279 11964 30.9 
bigkey 9484 19.3 338 283 9850 20.2 
dsip 9850 15.8 282 251 9484 17.1 
ex1010 9820 55.6 1307 2608 9820 59.7 
ex5p 12205 31.1 124 228 12632 31.6 
frisc 13133 44.2 851 2276 13302 46.7 
iir16 7587 33.0 660 269 7587 33.6 
misex3 10955 31.2 126 308 10955 30.0 
misex3c 6787 20.9 26 24 6787 17.3 
s298 7844 44.1 170 275 7844 42.4 
seq 11103 29.3 216 365 11299 29.3 
sort8 11300 84.1 221 406 11105 88.8 
tseng 8254 15.7 137 62 8884 16.0 
Geom. 
Average 9546 32.3 192 247 9615 32.0 
Diff % -- -- -- -- 0.7% -1% 

Table 2: Results for “O”-shap
anced Router Enhanced Placer and Router 
Run Time (s) Run Time (s) 

Place Route 
Area

(MTE) 
Critical 

Path 
(ns) 

Place Route 

31 13 6016 40.9 37 11 
146 234 11159 29.8 170 231 
281 210 11191 35.3 323 187 
130 75 13120 29.4 167 77 
284 256 11427 17.1 446 228 
314 127 10085 12.9 351 144 

1755 704 10469 54.3 1679 953 
125 105 12292 28.5 138 92 

1049 844 14082 35.1 1022 1033 
869 79 6544 32.5 836 311 
136 53 11541 26.1 172 92 
30 30 8262 18.3 33 22 

214 95 7665 36.8 246 141 
254 176 11364 27.5 315 226 
245 126 11191 61.1 291 141 
138 45 9940 16.1 173 84 

216 117 10137 28.9 250 142
0% -62% -0.5% -11.6% 16% -53% 

ed EPLC's 

anced Router Enhanced Placer and Router 
Run Time (s) Run Time (s) 

Place Route 
Area

(MTE) 
Critical 

Path 
(ns) 

Place Route 

29 11 5445 40.9 38 11 
131 125 9328 29.8 182 117 
253 241 11630 31.6 346 267 
117 194 11964 32.0 176 117 
338 171 9208 17.1 442 241 
282 171 9208 17.4 379 212 

1307 1171 9820 50.6 1749 1540 
124 168 13117 29.8 155 205 
851 1509 13507 41.1 1155 1395 
660 155 8361 38.6 952 436 
126 123 10559 27.2 192 148 
26 13 6787 17.5 35 15 

170 195 7568 43.6 258 195 
216 229 10644 30.0 306 262 
221 198 10645 73.4 289 243 
137 46 8440 16.8 175 59 

192 148 9516 30.9 264 173
0% -40% -0.3% -4.3% 37% -30% 

ed EPLC's 
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shaped cores used in architecture study (the number inside 
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