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Symmetry-Based Scalable Lossless Compression
of 3D Medical Image Data
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Abstract—We propose a novel symmetry-based technique for
scalable lossless compression of 3D medical image data. The
proposed method employs the 2D integer wavelet transform to
decorrelate the data and an intraband prediction method to
reduce the energy of the sub-bands by exploiting the anatomical
symmetries typically present in structural medical images. A
modified version of the embedded block coder with optimized
truncation (EBCOT), tailored according to the characteristics
of the data, encodes the residual data generated after predic-
tion to provide resolution and quality scalability. Performance
evaluations on a wide range of real 3D medical images show an
average improvement of 15% in lossless compression ratios when
compared to other state-of-the art lossless compression methods
that also provide resolution and quality scalability including
3D-JPEG2000, JPEG2000, and H.264/AVC intra-coding.

Index Terms—Integer wavelet transform, lossless compression,
medical image compression, scalability, symmetry.

I. INTRODUCTION

R ECENT years have seen 3D medical image acquisitions
becoming a staple in healthcare practice and research

with many imaging modalities, e.g., magnetic resonance
imaging (MRI) and computed tomography (CT), nowadays
considered part of standard healthcare. The availability of such
exquisite noninvasive in vivo high-resolution data have thus
practically revolutionized medicine with 3D medical images
now being an integral part of patients’ records.

As the amount of 3D medical images generated increases,
the storage, management, and access to these large repositories
is becoming increasingly complex. In current practice, picture
archiving and communication systems (PACS), which contain
a collection of specialized networks and computational infra-
structure, are commonly used for storage, retrieval, distribution,
and visualization of medical images. This requires that the un-
derlying image data be efficiently stored, accessed, and trans-
mitted over networks of various bandwidth capacities. More-
over, a recent trend towards facilitating the general public on-
line access to their own medical records has also become of
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significant interest to many major companies and healthcare
institutions.

Lossless compression is usually the standard in medical
imaging to avoid any negative effects of lossy compression
on image quality and diagnostic capabilities. Some of the
most desirable properties of any compression method for 3D
medical images include: 1) high lossless compression ratios,
2) resolution scalability, which refers to the ability to decode
the compressed image data at various resolutions, and 3) quality
scalability, which refers to the ability to decode the compressed
image at various qualities or signal-to-noise ratios (SNRs) up
to lossless reconstruction.

An important number of technical advances in lossless com-
pression of 3D medical images have been reported in the litera-
ture. Most of these methods exploit correlations between slices
within the data volume to improve the compression performance
by either employing a 3D discrete wavelet transform (3D-DWT)
[1]–[5] or motion compensation and estimation [6]. Although
these methods attain the three desired properties listed before,
they do not exploit some of the inherent characteristics of med-
ical image data, such as the symmetry of the depicted region of
interest (ROI); thus leaving room for further improvement.

In this paper, we propose a novel scalable lossless com-
pression method for 3D medical images that attains the three
desired properties listed before and exploits the symmetrical
characteristics of the data to achieve a higher lossless compres-
sion ratio. Our method employs 2D wavelet-based compression
of slices within a 3D medical image. Specifically, it encodes
slices by first applying a 2D integer wavelet transform, followed
by block-based intraband prediction of the resulting sub-bands.
The block-based intraband prediction method exploits the
structural symmetry of the ROI depicted by the image data to
reduce the energy of the sub-bands. Residual data generated by
the intraband prediction method are then compressed using a
modified version of the embedded block coder with optimized
truncation (EBCOT) [7] designed according to the characteris-
tics of the residual data.

Performance evaluations over a large set of 3D med-
ical images show that our proposed method achieves
higher lossless compression ratios when compared to other
state-of-the-art, namely 3D-JPEG2000, JPEG2000, and
H.264/AVC intra-coding methods.

The rest of the paper is organized as follows. We briefly re-
view the integer wavelet transform in Section II. We describe
our proposed compression method in Section III. Performance
evaluations and comparisons to other state-of-the-art compres-
sion methods are presented in Section IV and conclusions are
given in Section V.

0278-0062/$25.00 © 2009 IEEE

Authorized licensed use limited to: The University of British Columbia Library. Downloaded on September 2, 2009 at 19:24 from IEEE Xplore.  Restrictions apply. 



SANCHEZ et al.: SYMMETRY-BASED SCALABLE LOSSLESS COMPRESSION OF 3D MEDICAL IMAGE DATA 1063

Fig. 1. Block diagram of the proposed scalable lossless compression method.
2D-IWT: 2D integer wavelet transform.

II. 2D INTEGER WAVELET TRANSFORM

The basic idea of the 2D discrete wavelet transform is to rep-
resent a 2D signal as a superposition of a wavelet basis [8], [9].
The coefficients of the basis can then be used to reconstruct
the original signal. The 2D discrete wavelet transform gives a
spatial and frequency representation of 2D signals. Each level

of the transform decomposes its input into four spatial fre-
quency sub-bands denoted as , , , and . The
approximation low-pass sub-band, LL, is a coarser version of
the original signal, while the other sub-bands represent the high
frequency details in the horizontal, vertical and diagonal direc-
tions, respectively. The decomposition is usually iterated on the
approximation low-pass sub-band, which for most natural im-
ages contains most of the energy [9]. The wavelet transform has
many features that make it suitable for our application, such as
representation of an image at different resolutions and packing
of most of the energy in a few wavelet coefficients.

For lossless compression, an integer wavelet transform is re-
quired [10], [11]. An integer wavelet transform maps integers
to integers and allows for perfect invertibility with finite preci-
sion arithmetic, which is required for perfect reconstruction of a
signal. Although integer wavelet transforms are not easy to con-
struct, the construction becomes very simple using the lifting
steps scheme by first factoring the traditional discrete wavelet
transform into lifting steps and then applying a rounding opera-
tion at each step [12]. The application of the 2D integer wavelet
transform (2D-IWT) to lossless image compression has previ-
ously shown good results [2], [4], [13].

III. PROPOSED SCALABLE LOSSLESS COMPRESSION METHOD

The block diagram of our proposed method for scalable loss-
less compression of a 3D medical image is illustrated in Fig. 1.

Each slice is first decomposed using a 2D-IWT with levels
of decomposition. The resulting sub-bands are then coded in-
dependently by first employing a novel block-based intraband
prediction method followed by entropy coding of the residual
coefficients into quality layers using a modified version of the
embedded block coding with optimized truncation (EBCOT) al-
gorithm [7]. The transformation parameters generated by the
block-based intraband prediction method are compressed using
a variable length coder (VLC) and are included in a sub-band
header. The block-based intraband prediction method is aimed
at reducing the energy of each sub-band by predicting the value
of the coefficients on a block-by-block basis by exploiting the
symmetrical content of the sub-band.

The inherent properties of the IWT in conjunction with
the coding of the residual data using a modified version of
the EBCOT algorithm produce a bit-stream that is resolution-
and quality-scalable, namely, the bit-stream contains distinct
subsets, , such that together represent the samples
of only those sub-bands in resolution level , at some quality
level . The resolution and quality scalability of the resulting
bit-stream provides interesting possibilities for access and
transmission of the data. For instance, in telemedicine a client
with limited bandwidth using a remote image retrieval system
can obtain a thumbnail view or low resolution full view of a
slice at different qualities by first transmitting and decoding the
corresponding lowest frequency sub-bands.

Sections III-A and IV detail our proposed block-based intra-
band prediction method and the modified EBCOT algorithm.

A. Block-Based Intraband Prediction Method

In wavelet-based compression methods, the dependencies
between wavelet coefficients are exploited before entropy
coding in order to achieve a better compression performance.
Several coding methods for wavelet coefficients exploit the
dependencies between the location and value of the coefficients
across sub-bands. Examples of such methods are the embedded
zerotree wavelet coding (EZW) [14] and the set partitioning
in hierarchical trees (SPIHT) algorithms [15]. These interband
coding techniques group the insignificant coefficients in trees
that span across the sub-bands and code them with “zero”
symbols. The zero regions in the significance maps are then
approximated as a set of tree structured regions. Interband
coding performs well in smooth images where the approxima-
tion low-pass sub-band contains most of the energy and the
high frequency sub-bands contain just a few nonzero valued
coefficients whose spatial arrangement can be exploited using
a tree structure. However, in images with a high number of
edges, such as the slices of most 3D medical images, the edge
information spreads out in the whole sub-band structure re-
sulting in high-frequency sub-bands with a high-energy content
and a distribution of nonzero valued coefficients whose spatial
arrangement is difficult to code using a tree structure [16], [17].
For this type of images, intraband coding is a more suitable
approach, where only the dependencies within a sub-band are
exploited. Here, the zero regions of the significance maps are
represented by a set of independent rectangular zero regions
of fixed and variable sizes. Examples of such methods are the
embedded block coding with optimized truncation (EBCOT)
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Fig. 2. Example slices of 3D medical images. a) Axial view of a human brain
MRI scan. b) Axial view of a human head CT scan. c) Coronal view of human
brain MRI scan. d) Axial view of human spinal cord MRI scan. Note the high
number of edges and the symmetry of the ROI depicted in each slice.

[7] and the square partitioning (SPQ) algorithms [18]. The
coding gains resulting from using intraband coding have been
reported in [19] and [20].

Based on the above observations, in this work we employ
intraband coding on the sub-bands generated by the 2D-IWT.
We first reduce the energy of the sub-bands by predicting the
value of coefficients on a block-by-block basis, followed by
block-by-block entropy coding of the resulting residual data. In
order to tune the design of our intraband coding method, we
studied the characteristics of slices of 3D medical images. Such
data usually depict cross sections of the anatomy of an ROI and
normally contain a large amount of edge information. Further-
more, in most of the cases the depicted ROI is symmetrical due
to the inherent symmetry of human anatomy. These character-
istics are illustrated in Fig. 2.

Following the application of a 2D-IWT on slices, edge infor-
mation tends to spread out in most of the sub-bands generating
a distribution of nonzero valued coefficients (e.g., high energy
sub-bands). The symmetry of the original structures depicted in
the slices tends to be preserved as symmetries in the location
and value of wavelet coefficients within each sub-band. This is
illustrated in Fig. 3.

Fig. 4 illustrates the horizontal high-pass sub-band � of
the MRI slice illustrated in Fig. 3(a). One can easily identify
a main vertical axis of symmetry centered in the sub-band. The
sub-band can thus be partitioned into two areas along this axis of
symmetry. Let us denote the area to the left of the axis as �

and the area to the right of the axis as � [see Fig. 4(b)].
If � is to be flipped along the axis of symmetry, it would
be expected to provide a good approximation to � and
can therefore be used to predict � [see Fig. 4(c)]. Sub-
band � may then be reduced to � and the prediction
error (or residual) between � and � , where

Fig. 3. 2D integer wavelet transform (2D-IWT) sub-bands for one level de-
composition of the slice of a) the axial view of the human brain MRI scan of
Fig. 2(a), and b) the axial view of the human spinal cord MRI scan of Fig. 2(d).
Note the symmetry of the sub-bands.

denotes a spatial transformation on area , in this case a
horizontal flip [see Fig. 4(d)].

Fig. 5 illustrates the vertical high-pass sub-band � of the
MRI slice shown in Fig. 3(b). In this case, one can easily identify
a main horizontal axis of symmetry centered in the sub-band.
This axis divides the sub-band into an upper and lower area,
denoted as � and � , respectively. After flipping

� along the axis of symmetry, sub-band � is reduced
to � and the residual between � and � ,
where denotes a spatial transformation on area , in this
case a vertical flip.

Consider now the case of the low-pass sub-band � of a
slice of an MRI volume of the sagittal view of a human spinal
cord as illustrated in Fig. 6. Here, it is not possible to identify a
main axis of symmetry for the sub-band. Nevertheless, it is pos-
sible to identify smaller regions which are symmetrical. Fig. 6
illustrates a small region of the � sub-band where a vertical
axis of symmetry can be identified. This region can thus be parti-
tioned into two areas along this axis of symmetry, left and right.
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Fig. 4. Horizontal high-pass sub-band ���� � of a slice of an MRI volume of
the axial view of a human head. a) Original ��� sub-band. b) ��� sub-band
after partition into two areas, ��� �� and ��� ��, along the vertical axis
of symmetry. c) ��� sub-band after flipping area ��� �� along the axis of
symmetry. d) ��� sub-band after calculating the prediction error (or residual)
between ��� �� and ����� ���. ���� denotes a spatial transformation
on area �, in this case a horizontal flip.

It is then possible predict the right area using the spatially trans-
formed version of the left area, as explained before.

Our intraband coding method exploits this symmetry to pre-
dict the value of coefficients. Due to the fact that it may not
be possible to identify a main axis of symmetry, or there may
exist more than one axis of symmetry in a sub-band, and that
these axes may be located at different positions (e.g., horizon-
tally, vertically, diagonally), we employ a block-based approach
to predict coefficients on a block-by-block basis. Working with
small blocks gives us the flexibility to identify the block that,
after a spatial transformation , best approximates a current
block without having to identify the corresponding axis of sym-
metry. In this work we employ eight spatial transformations that
modify the spatial relationship between coefficients in a block,
mapping coefficient locations in an input block to new locations
in an output block. These spatial transformations and their cor-
responding geometric operations are summarized in Table I.

We first divide each sub-band into blocks of 16 16 coef-
ficients. We process blocks in a raster-scanning order and pre-
dict each block using any previously coded block after under-
going a spatial transformation . We further divide blocks
into smaller sub-blocks of 8 8 and 4 4 coefficients if that
results in improvement in coding performance.

Fig. 5. Vertical high-pass sub-band ��� � of a slice of an MRI volume of the
axial view of a human spinal cord. a) Original ��� sub-band. b) ��� sub-
band after partition into two areas, ��� � � and ��� � �, along the axis
of symmetry. c) ��� sub-band after flipping area ��� � � along the axis of
symmetry. d) ��� sub-band after calculating the prediction error (or residual)
between ��� � � and ����� � ��. ���� denotes a spatial transformation
on area �, in this case a vertical flip.

Fig. 6. Low-pass sub-band ���� � of a slice of an MRI volume of the sagittal
view of a human spinal cord. Figure shows a small symmetrical area and the
corresponding axis of symmetry.

Let denote the current block to be predicted at position
following a raster scanning order. Let denote the set of can-
didate blocks for prediction of block as defined in

(1)

We apply different spatial transformations (see
Table I) to each block in to produce different sets of spa-
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TABLE I
SPATIAL TRANSFORMATIONS

tially transformed blocks. The th set of spatially transformed
blocks is defined as

(2)

where denotes the th spatial transformation on block
and denotes the th element of . We then compute the

sum-of-absolute differences (SAD) between each transformed
block in and block to produce sets of SAD
values. The th set of SAD values is defined as

(3)

where denotes the sum-of-absolute differences be-
tween block and block , and denotes the th element of

. The minimum residual block, , is then defined as the ele-
ment of with the minimum SAD value

(4)

We then compute the energy of block and the energy of
block . The energy of a block is defined as

(5)

where is the value of the coefficient at position
in block . If the energy of block is less than the energy of
block , we employ the reference block , associated to to
predict ; otherwise no prediction is employed. The residual
data is obtained by subtracting the predicted sub-band from the
original sub-band. To reconstruct a sub-band from the corre-
sponding residual data, it is necessary to know the information
about the reference block and the spatial transformation used
to predict each block. The prediction process thus generates a
transformation parameter, , for block as defined by

(6)

where is the position of the reference block in the sub-band
following a raster-scan order and is the index of the corre-
sponding spatial transformation (see Table I).

For the compression of the transformation parameters, we
employ a variable length coder (VLC) with a single infinite-ex-
tent codeword table generated using an Exp-Golomb code of
order (EG0), which has simple and regular decoding
properties [21]. The compressed transformation parameters are
included in the final bit-stream as a sub-band header.

For the compression of the residual data, we employ a mod-
ified version of the EBCOT algorithm to account for the fact
that the characteristics of the residual data may differ from the
characteristics of the original coefficients. Section IV details our
modified EBCOT algorithm.

IV. ENTROPY CODING OF RESIDUAL DATA

In this section, we describe the entropy coding of residual data
using a modified version of the EBCOT algorithm, which gen-
erates a bit-stream that is both resolution and quality scalable.

EBCOT is an image compression algorithm for wavelet-
transformed images. EBCOT partitions each sub-band in small
blocks of samples, called code-blocks, and generates a separate
scalable bit-stream for each code-block, . The algorithm
is based on context adaptive binary arithmetic coding and
bit-plane coding, and employs four coding passes to code new
information for a single sample in the current bit-plane . The
coding passes are: 1) zero coding (ZC), 2) run-length coding
(RLC), 3) sign coding (SC), and 4) magnitude refinement
(MR). A combination of the ZC and RLC passes encodes
whether or not sample becomes significant in the current
bit-plane . A sample is said to be significant in the current
bit-plane if and only if . The significance of sample

is coded using ten different context models that exploit the
correlation between the significance of sample and that of
its adjacent neighbors. If sample becomes significant in the
current bit-plane , the SC pass encodes the sign information of
sample using five different context models. The MR pass uses
three different context models to encode the value of sample
only if it is already significant in the current bit-plane .
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The bit-stream of each code-block may be independently
truncated to any of a collection of different lengths, . The
truncated bit-streams are then organized into a number of quality
layers to create a quality-scalable bit-stream. The contribution
from to distortion in the reconstructed image is denoted ,
for each truncation point, . EBCOT assumes that the distortion
metric is additive [7]

(7)

where denotes the overall distortion and denotes the trun-
cation point selected for code-block . The distortion metric
employed by EBCOT approximates mean square error (MSE)
and is defined as [7]

(8)

where denotes the 2D sequence of samples in code-block
, denotes the quantized representation of these sam-

ples associated with truncation point , and denotes the
L2-norm of the wavelet basis functions for the sub-band , to
which code-block belongs.

The optimal selection of truncations points is found by mini-
mizing the distortion subject to a constraint , on the avail-
able bit-rate [7]

(9)

In this work, we propose a new context assignment for arith-
metic coding and a new distortion metric to account for the fact
that the characteristics of the residual data may differ from those
of the original coefficients.

A. Proposed Context Assignment for Arithmetic Coding

After intraband prediction, we code the significance of a
residual sample with respect to the current bit-plane using
the ZC and RLC passes, as there may be correlation between the
significance of and that of its adjacent neighbors. Similarly,
we use the MC pass to code the value of when the sample is
already significant in the current bit-plane. However, the sign
information of the residual data may drastically differ from that
of the original coefficients as a consequence of the intraband
prediction process. We thus defined a new context assignment
for the SC pass based on the statistics of the sign information
of residual data.

Taubman illustrated in [7] that the sign bits of adjacent
coefficients present high statistical dependencies which can
be exploited to improve coding efficiency. Namely, the au-
thor claimed that horizontally adjacent coefficients from LH
(horizontal high-pass) sub-bands tend to have the same sign,
whereas vertically adjacent coefficients tend to have opposite
signs. This claim was substantiated by the fact that coefficients
of LH sub-bands have predominantly low-pass horizontal
power spectra and high-pass vertical power spectra, due to the
aliasing introduced by the high-pass filtering and decimation
operations [7]. After intraband prediction, the horizontal and
vertical power spectra of the LH sub-band tends to be more

Fig. 7. Horizontal and vertical power spectra of the LH (horizontal high-pass)
sub-band of a slice of (a) an MRI volume of the axial view of a human head,
(b) an MRI volume of the axial view of a human spinal cord, and (c) an MRI
volume of the sagittal view of a human spinal cord. Note that the horizontal
power spectrum before intraband prediction is predominantly low-pass, while
the vertical power spectrum is predominantly high-pass. Also note the flattening
effect that intraband prediction has on the spectra.

flat, as the prediction process reduces the edge information
and thus, the overall energy of the sub-band. Fig. 7 illustrates
the horizontal and vertical power spectra of the LH sub-bands
of three slices of three different 3D medical images before
and after intraband prediction. Note that the horizontal power
spectrum before intraband prediction is indeed predominantly
low-pass, while the vertical power spectrum is indeed predom-
inantly high-pass. Also note the flattening effect that intraband
prediction has on the spectra.

The sign bits of adjacent residual samples still present statis-
tical dependencies. However, empirical evidence now suggests
that the sign statistics are approximately Markov; i.e., the sign
of sample depends upon the sign and significance information
of its immediate eight neighbors. We thus define new context
models for the SC pass. Let denote the sign bit of sample
, denote the number of insignificant neighbors of ,

denote the number of positive neighbors of , and
denote the number of negative neighbors of . The context

assignment for the SC pass for residual data of LH sub-bands
is summarized in Table II. The binary valued symbol which is
coded with respect to the corresponding context is .
Since EBCOT transposes the HL, the same context assignment
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TABLE II
PROPOSED ASSIGNMENT OF THE SEVEN SC CONTEXTS FOR

RESIDUAL DATA BASED ON THE SIGNS AND SIGNIFICANCE

OF THE IMMEDIATE EIGHT NEIGHBORS

may be applied to the LH and HL sub-bands; for simplicity, this
context assignment is extended without modification to the less
important LL and HH sub-bands.

B. Proposed Distortion Metric

Consider the case of prediction of block in sub-band at
position (following a raster scanning order) using block at
position as reference. In order to reconstruct , it is neces-
sary to reconstruct block , whose reconstruction may in turn
depend on the reconstruction of reference block at position

. These dependences may extend to the first block of sub-band
, which is not coded using prediction.
Due to this inherent coding order, the distortion of a code-

block at truncation point increases as samples are recon-
structed using samples of reference blocks whose bit-streams
are also truncated at point .

We model this increase in distortion as an added error in the
samples

(10)

where denotes the 2D sequence of error samples to be
added to the 2D sequence of samples in associated with
truncation point and is defined as

(11)

where denotes the 2D sequence of samples of reference
block at position , denotes the position of the last reference
block needed to reconstruct the samples of , and de-
notes the quantized representation of these samples associated
with truncation point .

V. RESULTS AND DISCUSSION

Three sets of experimental results were obtained. The first
set evaluated the performance of the block-based intraband pre-
diction method in reducing the energy of the sub-bands. The
second set evaluated the overall performance of the proposed
method for lossless compression. The third set evaluated the per-
formance of the proposed method for scalable compression.

A. Evaluation of Block-Based Intraband Prediction

We tested the performance of the block-based intraband pre-
diction method in reducing the energy of the sub-bands of 90
different slices of various 3D medical images after one level of

TABLE III
MEAN OF THE RATIOS BETWEEN THE ENERGY OF THE RESIDUAL

2D-IWT SUB-BANDS OF 60 MRI SLICES AFTER PREDICTION

AND THE ORIGINAL SUB-BANDS

decomposition using the Le Gall 5/3 wavelet filter implemented
using the lifting step scheme [12]. Test slices 1–30 depict cross
sections of MRI volumes of an axial view of a human head,
where a main vertical axis of symmetry can be identified. Test
slices 31–60 depict cross sections of MRI volumes of an axial
view of a human spinal cord, where a main horizontal axis of
symmetry can be identified. Test slices 61–90 depict cross sec-
tions of MRI volumes of a sagittal view of a human spinal cord
and thus, no main axis of symmetry can be identified. We em-
ployed blocks of 16 16, 8 8, and 4 4 coefficients and al-
lowed the intraband prediction method to select the block size
that yielded the smallest residual data. For the case of axial view
slices, we also calculated the energy of the residual data ob-
tained by employing intraband prediction and only two areas of
equal size. We generated these two areas of equal size by par-
titioning the sub-bands along the main axis of symmetry. We
then predicted one area using the second area after applying
the spatial transformation on the second area that yielded the
smallest residual. In Table III we report the mean of the ratios
between the energy of the residual data and the energy of the
original sub-bands. Results summarized in Table III show that
our block-based intraband prediction method achieves reduc-
tions in energy of up to 66%, with minimum reductions of 47%.
It is worth noting that the intraband prediction method only uses
prediction if the energy of a residual block is less than the energy
of the original block, therefore, there is never an energy increase
in the sub-bands. Compared to the ratios reported in column 3
(intraband prediction using two areas of equal size), our intra-
band prediction method further reduces the energy of sub-bands
by up to 30%, confirming the advantages of using block-based
prediction even when a main axis of symmetry can be identified
in the slices.

We also report in column 5 of Table III the index of the spa-
tial transformation used in the majority of the blocks of each
type of sub-band. As expected, for the test slices with a symmet-
rical ROI along a main vertical axis of symmetry (slices 1–30),
the spatial transformation with index (horizontal-flip,
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see Table I) is the one used in the majority of the blocks of
all sub-bands. For the test slices with a symmetrical ROI along
a main horizontal axis of symmetry (slices 31–60), the spatial
transformation with index (vertical-flip, see Table I) is
the most commonly used in all sub-bands. For the test slices de-
picting the sagittal view of a human spinal cord (slices 61–90),
the spatial transformations with indexes (vertical-,
horizontal-, and diagonal-flip, see Table I) are the most com-
monly used in all sub-bands.

B. Lossless Compression Performance

Our test data set consisted of 18 MRI and four CT volumes.
The characteristics of these 3D test images are summarized in
columns 1 and 2 of Table IV. Volumes 1–12 comprise MRI
slices (axial view) of a human head; volumes 13–16 comprise
MRI slices (coronal view) of a human head; volume 17 com-
prises MRI slices (sagittal view) of a human spinal cord; and
volume 18 comprises MRI slices (sagittal view) of a human
knee. The test CT volumes comprise consecutive slices of the
“Visible Male” (volumes 19 and 20) and “Visible Woman” (vol-
umes 21 and 22) data sets maintained by the National Library
of Medicine (NLM).

Table IV tabulates the lossless compression ratios and
bit-rates (in bits per pixel) of four compression algorithms:
JPEG2000 [22], 3D-JPEG2000 [23], H.264/AVC intra-coding
[24], and our proposed compression method. We specifically
compared our results to these particular compression algo-
rithms as they possess the qualities of scalability similar to our
method. JPEG2000 is an international standard for compression
of still images which in 2001 was selected for inclusion in the
Digital Imaging and Communications in Medicine (DICOM)
standard for medical image compression. JPEG2000 employs
the 2D discrete wavelet transform and provides functionalities
such as lossless and lossy compression, quality and resolution
scalability, ROI coding and robustness to bit errors. For lossless
compression, JPEG2000 employs the 2D-IWT implemented
using the lifting step scheme [22].

3D-JPEG2000 is the extension of JPEG2000 for compression
of 3D images. 3D-JPEG2000 employs a discrete wavelet trans-
form across the slices with the resulting transform slices being
encoded using JPEG2000 [23].

H.264/AVC is an international standard for compression of
video sequences. It is based on multiframe motion compen-
sation and estimation using variable block sizes. H.264/AVC
includes a block-based intra-coding mode where still images
are coded using only information contained in the image it-
self. H.264/AVC intra-coding uses selectable position-depen-
dent linear combinations of neighboring sample values to form
a prediction block [24].

In our proposed compression method we employed the Le
Gall 5/3 wavelet filter implemented using the lifting step scheme
to decompose each slice of the 3D test images with four levels
of decomposition. We employed blocks of 16 16, 8 8, and
4 4 coefficients for intraband prediction (with the block size
and spatial transformation being selected by the encoder). We

1http://www.nlm.nih.gov

TABLE IV
LOSSLESS COMPRESSION RATIOS AND BIT-RATES OF 3D MEDICAL

IMAGES USING VARIOUS COMPRESSION METHODS

employed code-blocks of 32 32 samples for entropy coding of
the residual data. For the case of JPEG2000 and 3D-JPEG2000,
we employed lossless compression with four levels of decom-
position and code-blocks of 32 32 coefficients for entropy
coding. We used the Kakadu implementation of JPEG2000 and
3D-JPEG2000. For the case of H.264/AVC intra-coding, we
employed blocks of 16 16, 8 8, and 4 4 pixels (with the
block size and direction of prediction being selected by the en-
coder) and no quantization of the residual data. We used version
10.1 of the H.264/AVC reference software.

2http://www.kakadusoftware.com
3http://iphome.hhi.de/suehring/tml
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TABLE V
CODING AND DECODING TIMES (IN SECONDS) OF 3D MEDICAL IMAGES

USING VARIOUS COMPRESSION METHODS

Results reported in Table IV show that for all 3D test images,
our method achieves the highest lossless compression ratios
with an average improvement of 15% over JPEG2000 and
H.264/AVC intra-coding and of 13% over 3D-JPEG2000.
Even though JPEG2000 and 3D-JPEG2000 employ an entropy
coding algorithm that encodes sub-bands without interband de-
pendencies, the high number of edges in the test images results
in high-frequency sub-bands with high energy content, which
consequently affects the coding performance of the entropy
coder. 3D-JPEG2000 performs better than JPEG2000 as it ex-
ploits the correlation between slices. H.264/AVC intra-coding
only employs the neighboring sample values for prediction of a
block of pixels. This performs well in smooth images with few
edges and transitions, which is not the case for most medical
images.

Our proposed method decorrelates the data of each slice by
applying a 2D-IWT. Based on the symmetrical content of the
sub-bands, the energy of the sub-bands is then reduced by using
block-based intraband prediction. The result is a better lossless
compression performance achieved by our modified EBCOT
algorithm.

Table V shows the coding and decoding times (in seconds)
of five 3D medical images when compressed using H.264/AVC
intra-coding, JPEG2000, 3D-JPEG2000, and our proposed
method on a 3.6 GHz Pentium IV processor. The proposed
method reports the highest coding times as it performs an ex-
haustive search (based on SAD) amongst all previously coded
blocks in the current sub-band to select the best predictor.
This search is performed for each block at every resolution
level. However, the decoding times are very similar to those
of JPEG2000. Decoding times play a much more important
role in medical image compression since after compression,
medical images are usually stored and maintained by a database
server, so a number of clients can access the datasets remotely.
Coding times may be reduced by employing parallel processing
architectures to encode various sub-bands simultaneously.

C. Scalable Compression Performance

We evaluated the scalable compression performance of the
proposed method on various slices of 3D medical image data
with various orientations (acquisition views). Fig. 8 plots the

Fig. 8. PSNR values (in decibels) of slices of medical image data decoded at
various bit-rates after compression using different methods. a) A slice of an
MRI volume of the axial view of a human head (256� 192 pixels, 16 bits per
pixel). b) A slice of an MRI volume of the sagittal view of a human spinal cord
(512� 512 pixels, 8 bits per pixel). c) A slice of a CT volume of the axial view
of a male body (512� 512 pixels, 16 bits per pixel).

peak signal-to-noise ratio (PSNR) of the test slices after de-
coding at a variety of bit-rates. We compared our method against
JPEG2000 and H.264/AVC intra-coding. JPEG2000 employs
an entropy coding based on the EBCOT algorithm and thus al-
lows the creation of a layered bit-stream [22]. In this case, we
employed 15 quality layers and code-blocks of 32 32 coef-
ficients to encode the test slices. For the case of H.264/AVC
intra-coding, we encoded the test slices at the different bit-rates
shown in Fig. 8. For the case of our proposed method, we em-
ployed 15 quality layers and code-blocks of 32 32 samples to
encode the residual data.
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Fig. 9. Decoded slices of medical image data at different bit-rates after com-
pression using JPEG2000, H.264/AVC intra-coding and the proposed method.
a) A slice of an MRI volume of the axial view of a human head (256� 192
pixels, 16 bits per pixel). b) A slice of a CT volume of the axial view of a male
body (512� 512 pixels, 16 bits per pixel).

Fig. 8 shows that JPEG2000 and H.264/AVC intra-coding
achieve PSNR values higher that those achieved by the pro-
posed method, especially at very low bit-rates. This is expected,
since in the proposed method the correct reconstruction of a sub-
band depends on the correct reconstruction of all blocks after
intraband prediction. If a reference block is not reconstructed
at full quality, the reconstruction of subsequent blocks is thus
affected. However, as the reconstruction quality of reference
blocks improves (higher bit-rates), the reconstruction quality
of subsequent blocks improves as well, resulting in a higher
PSNR. Note that at bit-rates higher then 0.5 bpp, the proposed

method achieves PSNR values comparable to those achieved by
JPEG2000 and H.264/AVC intra-coding.

It is important to note that JPEG2000 provides random access
to any region of an image. Our proposed method, although based
on block-by-block entropy coding of sub-bands, does not pro-
vide random access to any region of an image, because the de-
coding of a block necessitates the decoding of the corresponding
reference blocks.

Fig. 9 illustrates two test slices reconstructed at different
bit-rates using JPEG2000, H.264/AVC intra-coding, and the
proposed method. Note that at 1.0 bpp, the proposed method
achieves PSNR values only 1.8% lower than those achieved by
JPEG2000.

VI. CONCLUSION

We presented a novel wavelet-based scalable lossless com-
pression method for 3D medical image data. Data decorrela-
tion is performed by a 2D integer wavelet transform applied
on slices within the medical image volume. The resulting sub-
bands are then compressed independently by first employing
a block-based intraband prediction method to reduce their en-
ergy, followed by a modified version of the EBCOT algorithm to
achieve resolution and quality scalability. The novelty of our in-
traband prediction method is in that it exploits anatomical sym-
metries within the structural data captured to predict the value
of the wavelet coefficients on a block-by-block basis.

The performance of the proposed method was compared
to that of other state-of-the-art methods that allow for scal-
ability, including JPEG2000, H.264/AVC intra-coding and
3D-JPEG2000. Results show that the proposed method
achieves an average improvement in lossless compression ratio
of 15% over JPEG2000 and H.264/AVC intra-coding and of
13% over 3D-JPEG2000.
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