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Abstract—We recently proposed a method for lossless compres-
sion of 4-D medical images based on the advanced video coding
standard (H.264/AVC). In this paper, we present two major con-
tributions that enhance our previous work for compression of
functional MRI (fMRI) data: 1) a new multiframe motion com-
pensation process that employs 4-D search, variable-size block
matching, and bidirectional prediction; and 2) a new context-based
adaptive binary arithmetic coder designed for lossless compression
of the residual and motion vector data. We validate our method
on real fMRI sequences of various resolutions and compare the
performance to two state-of-the-art methods: 4D-JPEG2000 and
H.264/AVC. Quantitative results demonstrate that our proposed
technique significantly outperforms current state of the art with
an average compression ratio improvement of 13%.

Index Terms—Bidirectional prediction, context-adaptive binary
arithmetic coder (CABAC), functional MRI (fMRI), lossless com-
pression, multiframe motion compensation (MF-MC).

I. INTRODUCTION

4 -D IMAGES are increasingly being collected and used in
many clinical and research applications, including func-

tional brain imaging and computer-assisted intervention. Such
4-D medical imaging data have become an important part of
modern medical research due to the continuous advances in var-
ious image acquisition technologies. These technologies include
4-D structural imaging modalities, such as dynamic MRI, dy-
namic computed tomography (CT), dynamic 3-D ultrasound
(US), and 4-D functional imaging modalities, e.g., positron
emission tomography (PET), dynamic single-photon emission
CT (SPECT), and functional MRI (fMRI). 4-D medical im-
ages depict 3-D image volumes, each comprising 2-D image
slices depicting cross sections of a region of interest (ROI) that
show either anatomy or physiology data over time. These 4-D
data are huge in file size, and thus, pose heavy demands on
storage and archiving resources. Furthermore, recent advances
in telemedicine and teleconsultation, and the wide deployment
of picture archiving and communications systems (PACS) in
clinical settings necessitate that medical images be efficiently
transmitted over networks of limited bandwidth.
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A typical fMRI scanning session involves temporal acquisi-
tion of the 3-D volume of the brain every 1–2 s and always
involves a group of subjects. With at least eight to ten subjects
typically scanned, with more than 200 MB of data per subject,
an fMRI study typically results in several gigabytes of imaging
data. Lossless compression can reduce the storage and trans-
mission burden of such data, while at the same time avoiding
any loss of valuable clinical data, which may result in serious
clinical and legal implications. Unlike structural medical im-
ages, scalable compression is not a main interest in fMRI, as
the sequences are usually used in batches to conduct statistical
image analysis and are not used individually as single volumes.

Most of the previously reported advances in compression
of high-dimensional medical images are aimed at 3-D datasets
[1]–[6]. Few methods that exploit data redundancies in the spa-
tial and temporal dimensions of 4-D medical images have been
proposed. Such 4-D compression methods use mainly wavelet
transforms or prediction coding to decorrelate the data and
improve the compression performance. Wavelet-based com-
pression methods that decorrelate the data by applying dis-
crete wavelet transforms (DWTs) were reported in [7]–[12].
Prediction-coding-based methods, which try to minimize the
difference between consecutive samples, slices, or volumes by
using either motion compensation and estimation or differen-
tial pulse code modulation, were proposed in [13]–[15]. Among
these, our previously proposed lossless compression method,
which is based on the H.264/AVC standard, reported the high-
est lossless compression ratios on a wide range of real functional
and structural 4-D medical data [15].

In this paper, we extend our previous work in [15] and pro-
pose a novel lossless compression method specifically designed
for fMRI data. The proposed method employs a new multiframe
motion compensation (MF-MC) process, which better exploits
the spatial and temporal correlations of fMRI data and a new
context-based adaptive binary arithmetic coder (CABAC) to
losslessly compress the residual and motion vector data gener-
ated by the motion compensation process. The proposed MF-
MC uses a 4-D search, bidirectional prediction, and variable-
size block matching (VSBM) for motion estimation. The pro-
posed CABAC takes into account the probability distribution of
the residual and motion vector data in order to assign proper
probability models to these data and improve the compression
performance.

Performance evaluations of the proposed method on a large
sample of real fMRI data of varying resolution demonstrate
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Fig. 1. Block diagram of the proposed lossless compression method. Diagram shows the encoding process for an fMRI sequence with V volumes of S slices.
MF-MC: multiframe motion compensation. MVA : motion vectors produced after applying MF-MC on subimages (stage I). MVB : motion vectors produced after
applying MF-MC on subsets of residuals (stage II).

superior lossless compression ratios compared to two state-of-
the-art methods, 4D-JPEG2000 and H.264/AVC [15], with an
average improvement of 13%.

The rest of the paper is organized as follows. We describe
our proposed compression method in Section II. Performance
evaluations and comparisons to the other state of the art are
presented in Section III, and conclusions are given in Section IV.

II. PROPOSED fMRI COMPRESSION METHOD

Let us denote an fMRI sequence as I(x, y, z, t), where the
variables x and y denote the two spatial dimensions within a
slice, the variable z denotes the third spatial dimension within
a volume, and t denotes the fourth temporal dimension.

Our proposed method is a four-stage system, as schematically
summarized in Fig. 1. In stages I and II, redundancies between
slices in the z and t dimensions are reduced by recursively ap-
plying MF-MC with a 4-D search, bidirectional prediction, and
VSBM for motion estimation. In stage III, residuals generated
during stage II are losslessly encoded using a new CABAC de-
signed for these residual data. In stage IV, the motion vector
data generated during stages I and II are first encoded using a
differential coding algorithm, and the resulting differences are

then losslessly compressed using a new CABAC designed for
these motion vector data. The coded residuals and motion vector
data comprise the final compressed bit stream. These four stages
are explained in detail in the following sections.

A. Stage I: MF-MC on Slices

MF-MC is an efficient way to reduce data redundancies in
the temporal dimension between frames of video sequences
[16]–[18]. The objective of MF-MC is to estimate the amount
of motion on a block-by-block basis, which minimizes the dif-
ference between two frames.

fMRI sequences represent highly correlated data at consecu-
tive time points with limited motion in the temporal dimension
t and structural changes in the spatial dimension z. The motion
found in the t dimension is mainly due to small head movements
of the patient in the scanner, and breathing- and cardiac-cycle-
related displacements [19]. This motion, which is comparable
to the motion found in video sequences of still objects with few
scene transitions, may be effectively estimated using MF-MC.
Structural changes found in the z dimension, on the other hand,
are comparable to the motion found in video sequences with
many scene transitions. However, there still exists a high level
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Fig. 2. Stage I: coding of slices. (a) Raster scanning order followed to scan
slices of a subimage of c volumes of S slices each and (b) sequence after
scanning with GOS of g slices.

of redundancy between slices in the z dimension, which may
also be exploited using MF-MC. Based on these observations,
in stage I, we first reduce data redundancies between slices
in the spatial dimension z by using a novel MF-MC process.
Namely, we improve the coding performance by extending the
search area of MF-MC to the t dimension [20]. To achieve this,
we divide the fMRI sequence to be coded into smaller subim-
ages and encode the slices of each subimage using a specific
coding order. Accordingly, sequence I(x, y, z, t) of dimensions
x = X, y = Y, z = S, and t = V is divided into subimages of
dimensions x = X, y = Y, z = S, and t = c, where c < V and
c < S. Each subimage is then processed separately by first scan-
ning it in a raster order (see Fig. 2) to create a single sequence of
(c × S) slices denoted as i(x, y, k), where the x and y variables
denote the spatial dimensions of the slices and the variable k
denotes the position of a slice within the sequence. The slices
of sequence i are grouped into groups of slices (GOSs) of size g
and coded as I-frames, P-frames, or bidirectionally as B-frames
following coding order W . Coding order W is aimed at ex-
ploiting data redundancies between slices of adjacent volumes
by coding slices in an order that may differ from the scanning
order.

A slice is said to be an I-frame if it is used as reference to
predict other slices while using no prediction to encode it. Slice
k is said to be coded as a P-frame if only previously coded slices
of the current or previous GOS at positions preceding slice k
are used as reference to predict it. On the other hand, slice k is
said to be coded bidirectionally as a B-frame if previously coded
slices of the current or previous GOS at positions preceding or
exceeding slice k are used as reference to predict it.

Note that by making c < S, we force the spatial resolution
z (i.e., slices per volume) of the subimages to be higher than
the temporal resolution t (i.e., number of volumes). Thus, when
we apply MF-MC to such subimages, we mainly exploit the
redundancies between slices in the z dimension. Depending on

Fig. 3. Immediate eight neighbor slices (in gray) of slice k of volume n.

the total number of volumes of I(x, y, z, t), the last subimage
may contain fewer volumes than c.

In order to select the values of c and g that best exploit the
correlation between slices, we analyze the characteristics of
fMRI data. These data usually depict brain activation by mea-
suring the blood-oxygenation-level-dependent (BOLD) signal
with a spatial resolution in the region of 3–6 mm and a temporal
resolution in the order of seconds. A single fMRI volume is
usually acquired within a time of repetition (TR). For example,
for 150 fMRI volumes with a typical TR of 2 s, we have a time
course of 150 volumes of the brain (each consisting of 40–50
slices) acquired over 500 s. Compared to structural MRI, fMRI
data present a relatively poorer spatial resolution with a higher
temporal resolution [19]. We claim that any slice can be effec-
tively predicted by using its immediate eight neighbor slices, as
illustrated in Fig. 3.

Let us define sf as a measure of how similar slice a is to slice
b:

sf = 1 − e(a − b)
e(b)

(1)

where e(n) denotes the energy of slice n, as defined by

e(n) =
X∑

x=1

Y∑
y=1

n(x, y)2 (2)

where n(x, y) is the value of sample at position (x, y).
If e(a−b) (i.e., the energy of the difference between slices a

and b) is much lower than e(b) (i.e., the energy of slice b), sf
tends to one and slice a is said to be highly similar to slice b.
If e(a−b) is close to e(b), sf tends to zero and slice a is said to
be dissimilar to slice b. Finally, if e(a−b) is much higher than
e(b), sf tends to negative values and slice a is again said to be
dissimilar to slice b.

After computing the similarities between slice k of volume
n and its immediate eight neighbor slices according to (1), we
find that for a large set of fMRI sequences of different spatial
and temporal resolutions, the value of sf for the eight neighbor
slices lies in the range of [0.65, 0.75], which substantiates our
claim. Therefore, we set the value of c to three volumes and the
value of g to nine slices to exploit these similarities. Note that
the last GOS may contain fewer slices than g depending on the
total number of slices per volume.

In order to define the coding order W that exploits most of the
redundancies between slices of each GOS, we take advantage
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Fig. 4. Stage I: coding of slices. (a) Scanning order of a subimage with three
volumes (c = 3) of S slices. (b) Sequence after scanning with GOS of g = 9
slices. I: I-frame; P: P-frame; B: B-frame. Superscript of each slice indicates
coding order.

of the bidirectionality of B-frames, which allows prediction of
slice k using slices at positions preceding or exceeding slice k.
Moreover, we allow slices to be coded in any particular order,
which may differ from the order they appear in the GOS. After
evaluating several coding orders on GOS’s of g = 9 slices of
a large set of fMRI sequences, the following coding order has
shown to produce the smallest residuals (i.e., the residuals with
the least amount of energy):

W

=
{{I1 ,B4 ,B6 ,B8 ,B3 ,B7 ,B9 ,B5 ,P2}, for the first GOS

{B1 ,B4 ,B6 ,B8 ,B3 ,B7 ,B9 ,B5 ,P2}, elsewhere.

(3)

Coding order W is a vector of g elements where g is the size
of the GOS to be coded. The gth element of W specifies the
type of prediction and coding order for the gth slice of the GOS,
where I denotes an I-frame, B denotes a B-frame, and P denotes a
P-frame, and the superscript of each element denotes the coding
order of the corresponding slice. For example, the fourth slice
of the first GOS (B8 , fourth element of W ) is the eighth slice
to be predicted and is encoded as a B-frame. Note that in this
particular coding order, slices are not coded in the order they
are scanned, but rather follow a pattern aimed at exploiting data
redundancies between slices of adjacent volumes. The complete
scanning process of a subimage of c = 3 volumes, the 2-D
sequence generated after the scanning process, the GOS’s of
g = 9 slices, and coding order W are illustrated in Fig. 4.

It is important to note that coding order W increases the search
area of MF-MC to adjacent volumes of fMRI sequences, hence
extending the search area to four dimensions. For example,
according to (3), the eighth slice of the first GOS (B5 , eighth
element of W ) is the fifth slice to be predicted [see Fig. 4(b)]

and is encoded as a B slice. This particular slice may use as
reference slice I1 from the immediate previous volume, or slices
{B3 ,B4} from the same volume, or slice P2 from the immediate
subsequent volume. Therefore, the MF-MC process searches a
section of a 4-D image for potential references.

According to (3), only the first slice of each subimage is
coded as the reference slice, or I-frame. By limiting the use
of I-frames, we improve the coding performance, as I-frames
usually contain more energy than residuals of P- and B-frames.
Slices coded as P- and B-frames are predicted using MF-MC
on a block-by-block basis by first dividing them into nonover-
lapping macroblocks of 16 × 16 pixels. We employ VSBM to
partition macroblocks into smaller blocks of 16 × 8, 8× 16, and
8 × 8 pixels if that shows improvement in coding performance.
A VSBM scheme allows us to use larger blocks in regions of
less motion or changes and smaller blocks to represent more
complex motion or changes. Our experiments on a large set of
fMRI sequences have shown that block sizes less than 8 × 8
pixels do not provide a significant coding improvement, but sig-
nificantly increase the coding time. This is further discussed in
Section III-A.

The difference between the position (i, j) of a block in the
current slice and the position (i′, j′) of the matched block in the
reference slice is denoted by a motion vector. The matched block
is defined as the block that yields the minimum sum of absolute
differences (SAD) with the current block. Matched blocks of
the current slice comprise the current predicted slice, which is
subtracted from the current slice to calculate the residual.

Stage I results in I-frames, residuals, motion vectors, and
the information about the block sizes and references used for
MF-MC. The I-frames and residuals are rearranged back to the
original order to create a 4-D set of residuals, denoted as R(x,
y, z, t), of dimensions x = X, y = Y, z = S, and t = V (see
Fig. 1). The information about the block sizes and references
used for MF-MC is coded using variable length coding and sent
separately to the decoder.

B. Stage II: MF-MC on Residuals

In stage I, most of the data redundancies between slices in
the z dimension are reduced by increasing the search area of
MF-MC to the t dimension. However, data redundancies may
still exist between volumes of R(x, y, z, t), as volumes depict the
same ROI at different time points. For this reason, in this second
stage, we apply a second MF-MC process with VSBM to reduce
data redundancies between residuals in the t dimension. Here,
we also increase the search area of MF-MC to four dimensions
by dividing the set of residuals R(x, y, z, t) into smaller subsets
and encode the residuals of each subset using a specific coding
order (see Fig. 1) [20]. Accordingly, R(x, y, z, t) is divided into
subsets of dimensions x = X, y = Y, z = r, and t = V , where
r < S and r < V . Each subset is then processed separately by
first scanning it in a raster order (see Fig. 5) to create a single
sequence of (V × r) residuals denoted as j(x, y, k), where the
x and y variables denote the spatial dimensions of the residuals
and the k variable denotes the position of a residual within the
sequence. The residuals of sequence j are then grouped into
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Fig. 5. Stage II: coding of residuals. (a) Raster scanning order followed to
scan residuals of a subset of V volumes of r residuals each and (b) sequence
after scanning with GOS of g slices.

GOS’s of size g and coded as I-, P-, or B-frames following cod-
ing order Y . Note that by making r < V , we force the temporal
resolution t of the subsets to be higher than the spatial resolu-
tion z. Thus, when we apply MF-MC to such subsets, we mainly
exploit the redundancies between residuals in the t dimension.
Depending on the total number of residuals per volume of R(x,
y, z, t), the last subset may contain fewer residuals than r.

After computing the similarities between residual k of volume
n and its immediate eight neighbor residuals according to (1),
we find that for a large set of fMRI sequences of different spatial
and temporal resolutions, the value of sf for the immediate eight
neighbor residuals lies in the range of [0.70, 0.85]. Based on
these observations, we set the value of r to three residuals and
the value of g to nine residuals to exploit these similarities. Note
that the last GOS may contain fewer residuals than g, depending
on the total number of residuals per volume.

Similarly to stage I, after the evaluation of several coding
orders on GOS’s of g = 9 residuals of a large set of residuals
R(x, y, z, t), the coding orders specified by (3) have also shown to
produce the residuals with the least amount of energy. Therefore,
in stage II, we employ coding order Y = W to code residuals
as I-, P-, or B-frames in a manner similar to that explained in
stage I.

The complete scanning process of a subset of r = 3 residu-
als, the 2-D sequence generated after the scanning process, the
GOS’s of g = 9 residuals, and coding order Y are illustrated in
Fig. 6.

Stage II results in the final residuals, motion vectors, and the
information about the block sizes and references used for MF-
MC. The latter is coded using variable length coding and sent
separately to the decoder.

C. Stage III: Entropy Coding of Final Residuals

It is common practice to compress the residuals obtained from
an MF-MC process using an entropy coding algorithm. One of
the most advanced entropy coding algorithms is the CABAC
[21]. However, this algorithm is optimized to work with small-

Fig. 6. Stage II: coding of residuals. (a) Scanning order of a subset with V
volumes of three residuals (r = 3). (b) 2-D sequence after scanning with GOS
of g = 9 residuals. I: I-frame; P: P-frame; B: B-frame. Superscript in each type
of residual indicates coding order.

Fig. 7. Code assignment in the original CABAC for residuals. The magnitude
of a decimal value greater than zero is assigned a unique binary code comprising
a prefix part and a suffix part.

sized quantized residual values of video sequences. In order to
efficiently compress the final residuals generated in stage II, we
have developed a new CABAC that is specifically designed for
lossless compression of residuals of fMRI data [20].

The encoding process of the original CABAC consists of two
main steps: 1) code assignment and 2) context modeling and
binary arithmetic coding.

In the first code assignment step, a unique binary code is
assigned to the magnitude of a decimal value (level, hereafter).
Each level is assigned a unique binary code that consists of two
parts: the prefix and the suffix, as illustrated in Fig. 7.

Table I shows the corresponding binary codes for levels from
1 to 19. For levels smaller than 15, the binary codes consist of
only a prefix part, while for levels greater than or equal to 15,
the binary codes consist of a prefix part and a suffix part.

In the second context modeling and binary arithmetic coding
step, the bits of the binary codes are coded into a more compact
representation by using a binary arithmetic coder and a set of
probability models [21].

In our proposed compression method, no quantization is em-
ployed (to ensure lossless compression), and the final residuals
may contain high-valued levels, especially in fMRI sequences
with low correlation in the z dimension. In this scenario, the
original CABAC assigns to levels greater than or equal to 15
binary codes that comprise a prefix part and a suffix part, re-
sulting in more binary symbols to encode. Additionally, the bi-
nary codes used for the suffix part (i.e., zero-order Exp-Golomb
codes) minimize the overall code length for quantized residu-
als [22], [23].
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TABLE I
BINARY CODES FOR LEVELS IN THE Original CABAC FOR RESIDUAL DATA

Careful analysis of the probability distribution of residual
values produced in stage II for several fMRI sequences of var-
ious spatial and temporal resolutions led us to two important
observations: 1) only 35% of the levels are within the range
[1, 14], with most of them being greater than or equal to 15; and
2) the probability distribution of the levels greater than or equal
to 15 tends to follow a highly peaked Laplacian distribution
(more peaked around 15 and with longer tails). Based on these
observations, we propose a new CABAC that assigns smaller
binary codes to high-valued levels while taking advantage of the
original code assignment for small-valued levels. The objective
is to improve the coding performance by reducing the amount
of the binary symbols that need encoding.

Accordingly, we separate the levels into two sets (type A and
type B) according to their value:

Type(R) =
{

A, if R < 15
B, otherwise

(4)

where R is the current level.
We assign type-A levels a code that consists of m−1 “1”

bits plus a terminating “0” bit, where m is the value of the
level, while we assign a second-order Exp-Golomb code (EG2)
for the value of (level-15) of type-B levels, which are optimal
binary codes for sources with a Laplacian distribution (i.e., they
minimize the overall code length) [22], [23].

In order to identify the two types of levels, we introduce an
extra bit, where a “0” bit indicates a type-A level and a “1”
bit indicates a type-B level. Table II shows the corresponding
binary codes for levels from 1 to 19.

In the context modeling and binary arithmetic coding step
of our proposed CABAC for residuals, we arithmetic code
the bits of the binary codes of type-A levels with index
idx ∈ [1, 14] using the probability models employed in [21],
as they provide a good approximation to the probability distri-
butions of these bits. The bits of the binary codes of type-B
levels with index idx ≥1 are uniformly distributed, as the prob-
ability of encountering a “1” or a “0” bit is roughly the same.
In this case, we use a binary arithmetic coder designed to work
with a uniformly distributed source.

TABLE II
STAGE III: CODING OF RESIDUAL DATA

Fig. 8. Stage III: coding of residual data. Levels L and U to the left and on
top of the current level R. Previously coded levels are highlighted in gray.

Since the extra bit used to indicate the type of level increases
the overall bit rate, we also compress this bit using a binary
arithmetic coder. In order to improve the coding performance
of this bit, we collect information about the probability of en-
coding a type-A or type-B level, based on previously coded
levels. We collect this information through a context modeling
stage where we assign this bit one of three different proba-
bility models (indexed probability models 1–3). These models
exploit the correlation between neighboring levels, as levels of
the same type tend to appear in clusters. To keep the number of
probability models as small as possible, instead of employing
all surrounding previously coded levels, we only employ the
previously coded level to the left and on top of the current level
to select the models, as illustrated in Fig. 8. When a neighbor
is not available, as will be the case for levels along the left and
top edges of the residuals, or it is equal to zero, a type-A level is
assumed. Thus, the probability model for encoding the bit with
index idx = 0 is selected as follows:

Model(bit index = 0) =




1, if Type(L) = Type(U) = A
2, if Type(L) �= Type(U)
3, if Type(L) = Type(U) = B

(5)
where L is the immediate level to the left of the current level R
and U is the immediate level on top of the current level R.

The performance of our proposed CABAC for residuals is
discussed in Section IV.
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Fig. 9. Stage IV: coding of motion vectors. A–E: neighboring blocks used to
calculate the SMVD for the current block.

D. Stage IV: Coding of Motion Vectors

The coding gains achieved by employing VSBM in stages I
and II may be curtailed by the cost of extra motion vector data.
In order to reduce the number of bits needed to represent the
motion vector data generated in these two stages, we extend
our differential coding algorithm previously proposed in [15] to
exploit the correlation in space and time of the motion vectors
produced in stages I and II. The spatial correlations are exploited
by calculating the difference between motion vectors of neigh-
boring blocks within a single slice, while temporal correlations
are exploited by calculating the difference between motion vec-
tors of blocks of two consecutive volumes in the same spatial
position. The resulting differences are then entropy-coded using
a new CABAC for motion vectors (see Fig. 1). In the follow-
ing sections, we first explain in detail the improvements to our
differential coding algorithm, followed by our new CABAC for
motion vectors.

Differential coding algorithm for motion vectors: Spatial cor-
relations of motion vectors are first exploited by calculating the
spatial motion vector difference (SMVD) of the horizontal and
vertical components of the motion vector of the current block,
as defined by

SMVD(cmp) = MV(cmp) − MVmedian(cmp)

cmp ∈ {horizontal, vertical} (6)

where MV is the motion vector of the current block and
MVmedian is the median of the motion vectors of the blocks
immediately above, diagonally above and to the left, and imme-
diately to the left of the current block, as exemplified in Fig. 9. If
some of the neighbors are not available, for example, for blocks
along the top and left slice edges, only the available blocks are
used to calculate the median.

Volumes of fMRI data usually depict the same anatomical
region undergoing certain functional activation in time. If these
functional changes are small or constant across volumes, the
correlation between motion vectors of two consecutive volumes
increases considerably. In order to further reduce the motion
vector rate, we exploit this temporal correlation by employing
our differential coding algorithm proposed in [15]. To this end,
we first calculate the SMVDs of all volumes as defined by (6),
and then we calculate the difference between the SMVDs of two
consecutive volumes.

Fig. 10. Stage IV: coding of motion vectors. C : current macroblock in volume
n and slice k with two partitions; P : previous macroblock in the same spatial
position as C in volume n−1; and slice k with four partitions. The first and third
partitions of P (highlighted in gray) are used to calculate the TMVD of the first
partition of C (highlighted in gray) according to (7).

Let C be the current macroblock of slice k of volume n and
let P be the previous macroblock in the same spatial position as
C but in slice k of volume n−1. The temporal motion vector dif-
ference of the qth partition of C (TMVDC q ) may be calculated
as follows [15]:

TMVDC q (cmp)= SMVDC q (cmp)−
⌊∑J

j=1 SMVDP j (cmp)
J

⌋

cmp ∈ {horizontal, vertical} (7)

where SMVDC q is the SMVD of the qth partition of C,
SMVDP j is the SMVD of the jth partition of P located in
the same spatial region as the qth partition of C, J is the total
number of partitions in P located in the same spatial region as
the qth partition of C, and �x� denotes the largest integer less
than or equal to x, as exemplified in Fig. 10.

Note that for the first volume, the TMVDs are equal to the
SMVDs.

Proposed CABAC for motion vectors: For the compression of
the TMVDs, we propose a new CABAC for motion vectors. In
the code assignment step, we assign the magnitude of a TMVD
component cmp ∈ {horizontal, vertical} a unique binary code
as illustrated in Table III.

In the second context modeling and binary arithmetic coding
step, we compress the bits of these binary codes using a binary
arithmetic coder and a probability model. The first bit (i.e., bit
with index idx = 1) is compressed using one of three different
probability models (indexed probability models 1–3) that are
selected according to [21]:

Model(bit index = 1, cmp)

=




1, if AVG(T,L, cmp) < 3
2, if 3 ≤ AVG(T,L, cmp) < 8
3, if AVG(T,L, cmp) ≥ 8

cmp ∈ {horizontal, vertical} (8)

where AVG(T, L, cmp) is defined as the average of the abso-
lute value of the TMVDs of block T and block L, T being the
topmost block on the left of the current block and L being the
leftmost block on top of the current block (see Fig. 11). When
a neighboring block is not available, as is the case for blocks
along the left and top slice edges, only the available blocks are
used.
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TABLE III
STAGE IV: CODING OF MOTION VECTORS

Fig. 11. Stage IV: coding of motion vectors. Neighboring blocks at the top-
most position on the left (T ) and at the leftmost position (L) of the current
block.

For the compression of the bits with indexes idx ≥2, we de-
fine new probability models. Careful analysis of the probability
distribution of the TMVDs of a large set of fMRI sequences
with various spatial and temporal resolutions showed that this
probability distribution can be very accurately modeled as a
Laplacian distribution with 90% of the magnitudes for both the
horizontal and vertical components in the range [0, 4]. As il-
lustrated in Table III, the magnitudes in this range are assigned
binary codes of up to five bits in length, which correspond to
the bits with indexes 1, 2, 3, 4, and 5. In order to improve the
coding performance of the TMVDs of fMRI sequences, we use
two different probability models for each of the bits with index
idx ∈ [2, 5]. In a context modeling stage, we use the average
value of the TMVDs of neighboring blocks to determine the
probability of these bits to be “0” or “1” by checking if the cor-
responding average value is above a predefined threshold. We
then use a different probability model to encode the given bit.
Let us take, for example, the bit with index idx = 2 of the binary
codes illustrated in Table III. This particular bit has a value of
“1” for all the binary codes greater than or equal to 2. Similarly,
the bit with index idx = 3 has a value of “1” for all the binary
codes greater than or equal to 3. Based on this observation, we
define the threshold to select the appropriate probability model
as the value of the index idx, as specified by

Model(bit index = idx, cmp)

=
{

1, if AVG(T,L, cmp) < idx
2, if AVG(T,L, cmp) ≥ idx

cmp ∈ {horizontal, vertical}
idx ∈ [2, 5] (9)

where AVG(T, L, cmp) is defined as the average of the absolute
value of the TMVDs of block T and block L, T being the topmost
block on the left of the current block and L being the leftmost
block on top of the current block, as illustrated in Fig. 11. The
performance of our proposed CABAC for motion vectors is
discussed in Section IV.

III. PERFORMANCE EVALUATION

We have tested the proposed compression method on 18 fMRI
sequences of various spatial and temporal resolutions. The tested
sequences comprise volumes of coronal and axial slices of a hu-
man brain and depict visual cortex (sequences 1–13) and motor
cortex (sequences 14–18) activity. Columns 1 and 2 of Table IV
summarize the characteristics of the tested fMRI sequences,
while samples of some of these sequences are illustrated in
Fig. 12.

For comparison purposes, we have also losslessly encoded the
fMRI sequences using the H.264/AVC-based method reported in
[15] and 4D-JPEG2000, which is a wavelet-based compression
method for 4-D images and is based on the JPEG2000 standard
[24].

For the case of 4D-JPEG2000, we employed two levels of
decomposition across all four dimensions. We first applied a
1-D DWT (1D-DWT) across the t dimension with two levels of
decomposition, followed by a 1D-DWT across the z dimension
with two levels of decomposition. Subsequently, we coded all
resulting transform slices using JPEG2000 with two levels of
decomposition [24].

In our proposed compression method, we divided the fMRI
sequences into subimages of three volumes of S slices (c =
3, as described in Section II-A). Similarly, we divided the 4-D
set of residuals into subsets of V volumes of three slices (r =
3, as described in Section II-B). The coding parameters of our
proposed compression method are summarized in Table V.

Table IV shows the compression performance of our pro-
posed compression method as well as that of 4D-JPEG2000 and
the H.264/AVC-based method. We observe that our proposed
compression method outperforms the other compression meth-
ods. Although the H.264/AVC-based method is also based on
MF-MC, the motion compensation process and entropy coders
are designed for compression of video sequences and not fMRI
sequences. Our method, on the other hand, is able to exploit
data redundancies in the z and t dimensions of fMRI sequences
by applying an MF-MC process with a 4-D search specifically
designed for these data.

Column 5 of Table IV shows the compression ratios obtained
by our method employing only our MF-MC process, while using
the original CABAC for residuals and motion vectors, and with-
out our differential coding method for motion vectors (motion
vectors were directly entropy-coded using the original CABAC
for motion vectors). We observe that the resulting compression
ratios are up to 7% better than those achieved by 4D-JPEG2000
(sequences 1 and 3).

Column 6 corresponds to the compression ratios achieved
when our compression method employs, in addition to our
MF-MC process, our differential coding method for motion
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TABLE IV
COMPRESSION RATIOS OF fMRI SEQUENCES USING A H.264/AVC-BASED METHOD [15], 4D-JPEG2000, AND OUR NEW COMPRESSION METHOD

Fig. 12. Samples of the test sequences. Two slices of two consecutive volumes
at the same spatial position of an fMRI sequence of the (a) axial view of a human
head (128 × 128 pixels, 12 bits per pixel) and (b) coronal view of a human head
(128 × 128 pixels, 12 bits per pixel).

TABLE V
CODING PARAMETERS FOR THE PROPOSED COMPRESSION METHOD

vectors (while employing the original CABAC for compressing
the residuals and the motion vectors). Compared to the com-
pression ratios shown in column 5, these results show an im-
provement of up to 12%. As the number of volumes increases,
the correlation between motion vectors of two consecutive vol-
umes increases (for example, sequence 13) and the amount of
bits needed to compress these motion vectors is reduced by
applying our differential coding algorithm.

Column 7 shows the compression ratios obtained by our com-
pression method employing our MF-MC process, our differ-
ential coding method for motion vectors, and our proposed
CABAC for motion vectors (while employing the original
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CABAC for compressing the residuals). It can be observed that
our proposed CABAC for motion vectors provides bit savings
of up to 3% (sequence 7) compared to the original CABAC for
motion vectors (column 6).

Finally, column 8 shows the compression ratios obtained
when employing our MF-MC process, our differential cod-
ing method for motion vectors, and our proposed CABAC for
motion vectors and residuals. Note that, compared to results
in column 7, our proposed CABAC for residuals provide an
improvement of up to 7% (sequences 5 and 13). Overall, our
proposed method achieves an average improvement on lossless
compression ratio of 13% compared to 4D-JPEG2000 and the
H.264/AVC-based method.

A. Complexity of the Proposed Compression Method

We conclude our performance evaluation with a brief dis-
cussion regarding the complexity of the evaluated compression
methods. In terms of memory requirements, 4D-JPEG2000 re-
quires a buffer capable of storing V samples (where V is the
total number of volumes of the fMRI sequence) to perform the
1D-DWT across the t dimension, and a buffer capable of storing
S samples (where S is the total number of slices in a volume)
to perform the 1D-DWT across the z dimension. Our proposed
compression method requires a buffer capable of storing 2×g
slices (where g is the size of the GOS), since slices may be pre-
dicted using previously coded slices of the current or previous
GOS.

In terms of computational requirements, the number of arith-
metic operations needed to perform a 1D-DWT increases as
the number of decomposition levels increases. 4D-JPEG2000
performs these operations for each 1D-DWT applied across the
t, z, x, and y dimensions. In contrast, the proposed method
performs an exhaustive search (based on SAD) among all pre-
viously coded slices in the current and previous GOS to select
the best predictor. This search, which is performed in stages I
and II for each 16 × 16 block and the corresponding 8 × 16 and
8× 8 partitions, considerably increases the complexity and cod-
ing time of the proposed method. The complexity of the decoder
and the decoding time, on the other hand, are much lower since
no exhaustive search is performed at the decoder. In medical
imaging applications, the compression efficiency as well as the
complexity of the decoder and the decoding time play an impor-
tant role, since compressed medical images are usually stored
and maintained on a server, so that they can be accessed by a
number of different clients.

Performance evaluations on a large set of fMRI sequences
have shown that using blocks smaller than 8 × 8 pixels result
in a mere 0.04% bit rate reduction on average. Based on these
findings, and the fact that this is a very small improvement
compared to the complexity added by the exhaustive search
needed to perform MF-MC for the smaller block partitions, we
decided to terminate partitioning at the 8 × 8 pixels level.

IV. CONCLUSION

We proposed a new lossless compression method for fMRI
data based on MF-MC process. The proposed method effec-

tively reduces data redundancies in the spatial and temporal
dimensions by employing a 4-D search, VSBM, and bidirec-
tional prediction for motion estimation. Correlations between
motion vectors in the spatial and temporal dimensions are ex-
ploited by employing a differential coding algorithm. Residual
and motion vector data are losslessly compressed using a new
CABAC designed based on the probability distribution of the
data. Evaluation results show an average improvement on loss-
less compression ratio of 13% on real fMRI data when compared
to 4D-JPEG2000 and H.264/AVC. Future work includes the de-
sign of a MF-MC process and entropy coders for various 4-D
medical imaging modalities.
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Mexicanos (PEMEX), where he was engaged in projects involving digital com-
munications. His current research interests include the area of signal processing,
image and video compression, digital communications, and discrete-event sim-
ulation.

Mr. Sanchez was awarded a scholarship by the Consejo Nacional de Ciencia
y Tecnologia (CONACYT), Mexico, to pursue the Master’s and Ph.D. degrees.

Panos Nasiopoulos (S’91–M’91) received the Bach-
elor’s degree in physics from Aristotle University of
Thessaloniki, Thessaloniki, Greece, in 1980, and the
Bachelor’s, Master’s, and Ph.D. degrees in electrical
and computer engineering from The University of
British Columbia, Vancouver, BC, Canada, in 1985,
1988, and 1994, respectively.

He was the President of Daikin Comtec US and
the Executive Vice President of Sonic Solutions. He
is currently an Associate Professor with the Depart-
ment of Electrical and Computer Engineering, The

University of British Columbia (UBC), where he is also a Professor of digital
multimedia and the Director of the Master of Software Systems Program. He
has authored or coauthored numerous papers on the subjects of digital video
compression and communications.

Prof. Nasiopoulos has organized and chaired numerous conferences and
seminars. He is a featured speaker at multimedia/digital video disc (DVD)
conferences worldwide. He has been an active member of the Association for
Computing Machinery (ACM), the Standards Council of Canada [International
Standards Organization/International Telecommunications Union (ISO/ITU)
and Moving Pictures Experts Group (MPEG)], and the In-Flight-Entertainment
Committee. He was voted as one of the most influential DVD executives in the
world, and is recognized as a leading authority on DVD and multimedia.

Rafeef Abugharbieh (M’03) received the Bache-
lor’s degree in electrical engineering from the De-
partment of Electrical Engineering, Jordan Univer-
sity, Amman, Jordan, in 1995, the Master’s de-
gree (with distinction) in digital communications
from Chalmers University of Technology, Goteborg,
Sweden, in 1997, and the Doctoral degree from the
Department of Signals and Systems, Chalmers Uni-
versity of Technology, in 2001.

In 2004, she joined the Department of Electrical
and Computer Engineering, The University of British

Columbia, Vancouver, BC, Canada, as an Assistant Professor, and cofounded
the Biomedical Signal and Image Computing Laboratory (BiSICL) in 2005,
which is a multidisciplinary research laboratory dedicated to computational re-
search in biomedical applications, where she is currently the Co-Director. Her
current research interests include the areas of image processing and analysis,
particularly in medical imaging applications.

Dr. Abugharbieh has been a member of the IEEE Engineering in Medicine
and Biology Society (EMBS) since 2003. She is also an Associate Founding
Member of the IEEE EMBS Vancouver Section (2004).

Authorized licensed use limited to: The University of British Columbia Library. Downloaded on September 2, 2009 at 19:28 from IEEE Xplore.  Restrictions apply. 


