
Abstract 

A novel method is proposed for characterizing spatial 
distribution changes in functional magnetic resonance 
imaging (fMRI) activation statistics under different 
experimental conditions. The proposed technique, based 
on three dimensional (3D) invariant moment descriptors, 
was applied to fMRI data recorded from eight healthy 
subjects performing internally or externally-cued finger 
tapping sequences. Voxel-based activation statistics were 
characterized in several regions of interest (ROIs), 
including the supplementary motor area (SMA), 
cerebellum, primary motor cortex, prefrontal cortex, and 
caudate.  Examining the activation patterns of these 
neural regions using 3D moment invariants revealed that 
the patterns of activation regions were significantly 
different during externally and internally cued tasks when 
computed across subjects. In contrast, traditional methods 
that are based on amplitude of the activation statistics 
demonstrated reduced discriminability. The results 
suggest that the spatial distribution of activation is a more 
sensitive measure of activation changes, and complements 
conventional fMRI analyses. 

1. Introduction 
Most conventional functional magnetic resonance 

imaging (fMRI) analysis methods generate statistics to 
determine the probability that a given voxel is being 
activated during the performance of the underlying 
behavioral task(s). To combine fMRI statistics across 
subjects, there are generally two broad approaches. One 
involves warping the brains of each individual subject to a 
common exemplar shape [1]. The other involves drawing 
the regions of interest (ROIs) of each individual subject, 
and then examining the statistical properties of activations 
in the ROIs across subjects.  

Determining how to summarize the different activation 
statistics within an ROI is not obvious. Mean value, 
percentage of activated voxels, and variations of these two 

metrics are typically used to represent the level or extent 
of activation inside a ROI. For instance, Allen and 
Courchesne [2] used the percentage of activated voxels 
and mean percent signal changes to study the activation 
differences between subjects with and without autism. 
Aizenstin et al. [3] used the mean of the intensity time 
courses of significantly activated voxels and percentage of 
voxels with negative t-values to compare the activation 
distributions of young and elderly subjects. Similarly, 
Bogorodzki et al. [4] used features extracted from mean 
time-intensity curves to discriminate between different 
groups of marijuana smokers. All these discrimination 
techniques are essentially based on comparing activation 
statistics amplitudes, and will be referred to as intensity-
based methods for the remainder of this paper. While this 
allows the results from different subjects to be combined 
in an uncomplicated manner, the spatial information 
related to the location of the activated voxels is ignored. 
This spatial information, however, could provide more 
discriminative power over traditional approaches.  

Thus, we propose a method for characterizing the 
distribution of fMRI activation statistics of each voxel 
inside an ROI using three-dimensional (3D) shape 
descriptors based on 3D moment invariants. The invariant 
nature of any shape descriptor is critical, as it would not 
be desirable to have any shape information that was 
dependent upon the particular coordinate system used. A 
recent study by Mangin et al. [5] demonstrated the 
discriminative power of 3D moment invariants on 
structural data. In this paper, we proposed extending the 
application of these invariants to functional data.  

In this paper, we show that applying the proposed 
method to fMRI data recorded from healthy subjects 
performing externally and internally guided tasks reveals 
significant handedness-related and task-related activation 
differences in the supplementary motor areas, cerebellum, 
primary motor cortex, prefrontal cortex, and caudate. In 
contrast, many of these activation differences were not 
detected using conventional intensity-based methods.  

Characterizing fMRI Activations within Regions of Interest (ROIs) Using 3D 
Moment Invariants 

Bernard Ng1, Rafeef Abugharbieh1, Xuemei Huang2, Martin J. McKeown3

1Department of Electrical and Computer Engineering, 3Department of Medicine (Neurology), Pacific 
Parkinson’s Research Center, University of British Columbia, Vancouver, BC 

2Department of Neurology, University of North Carolina, School of Medicine, Chapel Hill, NC 

Proceedings of the 2006 Conference on Computer Vision and Pattern Recognition Workshop (CVPRW’06) 
0-7695-2646-2/06 $20.00 © 2006 IEEE 



2. Imaging and Data Pre-Processing 

2.1. Study Subjects and Experimental Conditions 
In this study, fMRI data was collected from 8 healthy 

subjects. SMA, cerebellum, primary motor cortex, 
prefrontal cortex, and caudate were chosen as the regions 
of interest. Each patient was asked to perform two motor 
tasks in 20-s blocks first with their right hand and then 
with their left hand: 
A. In the first task, patients were externally guided, 

where they had to follow a finger tapping sequence 
shown on a screen.  

B. In the second task, patients were internally guided, 
where they had to perform a finger tapping sequence 
that they had seen on a screen earlier.  

2.2. fMRI Data Acquisition 
The fMRI data were acquired on a 3.0 Tesla Siemens 

scanner (Siemens, Erlangern, Germany) with a birdcage 
type standard quadrature head coil and an advanced 
nuclear magnetic resonance echoplanar system. The 
participant’s head was positioned along the canthomeatal 
line. Foam padding was used to limit head motion within 
the coil. High-resolution T1 weighted anatomical images 
(3D SPGR, TR=14ms, TE=7700ms, flip angle=25˚, voxel 
dimensions 1.0mm×1.0mm×1.0mm, 176×256 voxels, 160 
slices were acquired for co-registration and normalization 
of functional images. A total of 49 co-planar functional 
images were acquired using a gradient echoplanar 
sequence (TR=3000ms, TE=30ms, flip angle=80˚,
NEX=1, voxel dimensions 3.0mm×3.0mm×3.0mm, 
imaging matrix 64x64 voxels). Each functional run 
consisted of 128 time points, and two radio frequency 
excitations were performed prior to image acquisition to 
achieve steady-state transverse relaxation. 

2.3. fMRI Pre-Processing 
The fMRI data of each individual was pre-processed 
independently for motion correction, smoothing, and time 
realignment using Statistical Parametric Mapping (SPM-
99) [6]. The time series of functional images were aligned 
for each slice in order to minimize the signal changes 
related to small motion of the subject during the 
acquisition. Spatial filtering of functional time series was 
performed by convolving each EPI image with a two-
dimensional (2D) Gaussian smoothing kernel with full 
width at half maximum (FWHM) of 2.8mm×2.8mm. 
Temporal filtering of functional time series included 
removal of the linear drifts of the signal with respect to 
time from each voxel's time-course and low-pass filtering 
of each voxel's time-course with a one-dimensional (1D) 
Gaussian filter with FWHM of 6s. After preprocessing, a 
voxel-based T-statistical map was generated for each 
individual by correlating the time course of each voxel in 
the epochs of interest with an empirically determined 

hemodynamic response (HDR) obtained from [7]. 

3. Methods 

3.1. Framework of Proposed Method 
The overarching goal of the method is to provide 

sensitive linear discriminant analysis for fMRI activation 
statistics within a given ROI. This may either be across 
subjects, where the same ROI is compared across subjects 
belonging to different groups (e.g. for the ROI, “right 
cerebellar hemisphere”, “disease group” is compared to 
“control group”), or may represent an ROI in the same 
group of subjects across different tasks (e.g. for the ROI, 
“right cerebellar hemisphere”, the activations statistics for 
“internally guided task” are compared to “externally 
guided task”). For simplicity, in the remainder of this 
paper we will simply refer to both these situations as 
comparing “Group A” to “Group B”. 

We first assume that t-statistics associated with 
activation have already been calculated using, e.g. the 
General Linear Model as utilized in SPM, and that 
“activated” voxels have been determined by finding those 
voxels exceeding an arbitrary threshold (e.g. 1.96). 

Fig. 1 summarizes the framework of the proposed 
method. The 3D moment invariants of the activated-voxel 
statistics for each subject/condition are then collected into 
two groups. The invariants across all groups are then 
dimension-reduced and projected onto a space with 
maximum discrimination using linear discriminant 
analysis (LDA). A permutation test is then applied to the 
resulting feature vectors to estimate the level of 
significance (p-value) of the null hypothesis that the 
activation distributions of the two groups are the same. 
The implementation details of each module are described 
in Sections 3.2 to 3.4. 

Fig. 1. Framework of proposed method. 
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3.2. 3D Moment Invariants 
The 3D moments of a density function (x,y,z),

(representing functional activation levels in the present 
context), are defined as: 
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where n = p + q + r, is the order of the moment, (x,y,z) are 
the coordinates of each voxel, and (x,y,z) are the t-
statistics representing the level of activation of each voxel 
inside the ROI. Like the one dimensional (1D) case where 
the moments describe the shape of the density function, 
3D moments, similarly, provide the general 3D shape 
information of (x,y,z). However, potential spatial 
misalignments in the t-maps would be problematic to the 
analysis if the 3D moments were naively applied directly, 
as the misalignments would be inappropriately interpreted 
as shape changes. Therefore, metrics invariant to 
rotational, translational, and scaling artifacts are required. 
In this study, 3D moment invariants were used to ensure 
that only true shape differences in the activation are 
captured, independent to the particular co-ordinate system 
used. 

Translational invariance can be obtained by using 
central moments defined as: 
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where x , y , and z  are the centroid co-ordinates of the 
density function, calculated as: 
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Scale invariance can be obtained by normalizing the 
moments as follows: 

1
3

000

+++= rqp
pqr

pqr

m

m
η . (4) 

To obtain rotational invariance, the 3D moments need to 
be summed in a certain fashion as given in (5) to (7) and 
(13) to (16). 

Seven invariants were used in this study, three of which 
are based on 2nd order moments derived by Sadjadi and 
Hall [8]: 
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The remaining four higher order invariants used are based 
on moment tensor contraction [9]. 

Considering only affine transforms, general tensors 
become Cartesian tensors, thus covariant and contravariant 
tensors are equal [10], meaning if aij is a Cartesian tensor, 
then: 

iji
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nopqra , and ijklmn

opqrsta , 3rd, 4th,
5th, and 6th order 3D moment invariants were derived. 
Below we detail the algorithm for generating a 3rd order 
3D moment invariant based on moment tensor contraction: 

Let Mlmn be a 3rd order moment tensor as defined in [11], 
where l, m, n = 1, 2, 3, since 3D moment invariants were 
pursued. We can obtain a 3rd order 3D moment invariant, 
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and pi, qi, and ri can be calculated as follows: 

)1()1()1(),,( −+−+−= nmlnmlpi δδδ  (10) 

)2()2()2(),,( −+−+−= nmlnmlqi δδδ  (11) 

)3()3()3(),,( −+−+−= nmlnmlri δδδ  (12) 
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iα  is calculated by counting the number of times the same 
pattern of {pi, qi, ri} is generated by the above algorithm. 
For example, 1α corresponding to m300 equals to 1 since in 
only the case when l = 1, m = 1, and n = 1 can the pattern 
{3, 0, 0} be generated. The derived higher order moment 
invariants used in this study are as follows: 
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Other higher order invariants can be derived using similar 
procedures to increase the number of features which might 
enhance discriminative power of the feature vector.  
However, the chosen set of 3D moment invariants 
provided adequate shape discriminative capability for the 
purposes of this study, thus higher order invariants were 
not used. 

3.3. Linear Discriminant Analysis (LDA) 
Once the 3D moment invariants of the activation 

distributions of each subject are calculated, the next step is 
to test whether those feature vectors (corresponding to the 
spatial distribution of the activation regions) differ 
between the two experimental groups. To maximize 
discriminability, the 3D moment invariants are projected 
onto a 1D space, where the between group variance is 
maximized, and the within group variance is minimized. 
This projection is achieved using LDA [12]. The cost 
function used in LDA is the generalized Rayleigh quotient 
defined as: 
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where w is the vector pointing in the direction of 
maximum discrimination of the data, and SB and SW are the 
between-group and within-group scatter matrices defined 
as: 
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where mi is a vector containing the mean of each 3D 
moment invariant of group i, x is a matrix containing the 
3D moment invariants of all subjects, and iΩ denotes 
group i. The w that maximizes J(w) must satisfy: 

wSwS WB λ=  (20) 

for some constant . By transforming J(w) into a 
generalized eigenvalue problem, the potential singularity 
problem associated with SB and SW (due to limited number 
of samples) is mitigated. The vector w can be found by 
determining the eigenvector corresponding to the 
maximum eigenvalue of (20). 

3.4. Permutation Test 
To determine the probability of the activation 

distributions of the two experimental groups being the 
same, permutation was used. The permutation test does 
not require a priori assumptions about the data 
distribution, and thus is preferred over the T-test and F-
test [13]. The procedures of the permutation test algorithm 
are as follows [14]: 

1. Given m n-dimensional feature vectors for each group, 
X and Y where m > n, calculate the Mahalanobis 
distances between each vector in X and the centroid of Y
as follows: 
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where y is the centroid of Y, i
jx  is the jth element of 

the ith sample feature vector of X, and sk is square root 
of the kth diagonal element of the pooled covariance 
matrix of X and Y.
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2. Calculate mean of dMahal(i) and denote this mean as dorig.   
3. Pool all sample feature vectors, stripped of their group 

labels. 
4. Randomly draw m samples from a random distribution 

and label these samples X’ and label the remaining 
samples Y’.

6. If the mean dMahal(i) between X’ and Y’ is > dorig
increment counter q by 1. 

7. Repeat steps 3 to 6 (N-1) times (ex. N = 5000). 
8. The p-value representing the significance of the 

differences between X and Y is estimated by q/N.

3.5. Visualization of Activation Patterns 
Since the voxel distributions are 3D, the t-statistics of 

each voxel can only be represented by color or intensity. 
However, plotting the t-statistics in this form does not 
provide much insight into the spatial distribution of the 
activation, since shapes in the 4th dimension are hard to 
visualize. Therefore, a different approach is taken. 

Projecting the 3D structural data onto a 2D plane 
through PCA and using the t-statistics as the 3rd

dimension, surface plots of the activation distribution were 
generated through cubic interpolation. Note that the first 
two principle components were used in generating these 
surface plots to ensure that most of the structural 
information is retained (Figure 2). 

3.6. Comparison of ROI Analysis Methods 
Given the t-values of each voxel inside an ROI, metrics 

for representing the characteristics of the activation within 
the ROI are required so that comparisons can be made 
between subjects and across groups under different 
experimental conditions. Conventional methods involve 
using mean t-values and percentage of activated voxels as 
metric, whereas we propose incorporating spatial 
information of the activated voxels. Methods based on 
these three metrics were compared for detecting the 
activation differences during externally and internally 
guided tasks: 
• Thresholded Mean: Taking t-values greater than 1.96, 

compute the mean t-values during externally and 
internally guided tasks. Calculate the difference between 
the means of these two conditions, and apply t-test to 
determine if the differences are significant. 

• % Activated Voxels: Compute the percentage of voxels 
with t-values greater than 1.96 during externally and 
internally guided tasks. Calculate the difference between 
the percentages of these two conditions, and apply t-test 
to the differences to determine level of significance. 

• 3D Moment Invariants: Proposed method as described 
in Section 3.1. 

The first two methods are intensity-based, whereas the 
3D Moment Invariant method incorporates the extensive 
spatial information of the activated voxels.  

In this study, 10 ROIs were examined, consisting of the 
left and right supplementary motor areas (SMAs), 
cerebellar hemispheres, primary motor cortices, prefrontal 
cortices, and caudates. The activation distributions of 
these ROIs during externally versus internally guided 
finger sequential movements were compared. 

4. Results and Discussion 
The results generated using the three methods described 

in Section 3.6 are summarized in Table 1. 
The 3D moment invariants that were used for 

classification ensure that even if the activation 
distributions were rotated, translated, and scaled, the same 
feature vectors would result.  

As suggested by Fig 2, conventional methods, by 
collapsing the t-statistics within an ROI into a single value 
has the advantage of being invariant to the co-ordinate 
system used and enables values across subjects/conditions 
to be combined in a straightforward manner. Nevertheless, 
these advantages are mitigated by the loss of potentially 
useful spatial information. Unless the spatial information – 
in effect, the 3D texture – of an ROI is utilized, the 
changes in t-statistics during externally and internally 
guided tasks might be very difficult to detect using only 
intensity information (Figure 2, right). On the other hand, 
examining the shapes of the activation distributions from 
different angles reveals that the patterns of activation are 
substantially different during externally and internally 
guided tasks. Thus, exploiting this spatial information may 
provide higher sensitivity to activation differences, 
provided these differences are not subject-specific. 

A key result of this study is that the enhanced 
sensitivity of the 3D moments does not necessarily 
amplify inter-subject differences to the same extent. We 
found consistent, significant differences in the spatial 
distribution of ROI-based activation statistics even when 
combining across subjects (Table 1). This suggests that 
some spatial aspects of fMRI activation within ROIs are 
modulated by the task performed, and do not simply 
reflect inter-subject variability.  

There is increasing interest in the role of BOLD signal 
decreases reflecting neuronal de-activations (e.g. [15]). 
Although not examined in the current study, we note that 
the proposed method can easily incorporate negative t-
values, by concatenating 3D moment invariants associated 
with the negative t-values into the feature vector for 
classification. 
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Fig. 2. Methods used to compare activation statistics across ROIs. The proposed method captures the rich shape information of the 
activated regions using 3D moment invariants. Note that irrespective of the orientation of the activation (as demonstrated by the 2 
different perspectives shown) the same 3D Moment Invariants will be generated. Conventional methods (right) collapse the spatial 
information into a single metric such as the mean thresholded t-statistic (upper right) or percentage of activated voxels (lower right), 
ignoring the texture of the activation, and potentially reducing discriminability across subjects. 

4.1. Supplementary Motor Areas 
Both the thresholded mean method and the 3D invariant 

method detected activation differences between externally 
and internally-guided tasks in the left SMA when the 
dominant hand was used. Since the SMA is known to be 
preferentially invoked during internally guided tasks [16]–
[18], detecting activation differences in the left SMA is 
expected, based on prior neuroscience knowledge, when 
the task involves the right hand. 

During the left handed task, all three methods detected 
activation differences in the right SMA. This again 
matches expectation since the SMA is more involved 
during internally guided tasks, and the left hand is used. 
However, the thresholded mean t-statistic also detected 
significant activation differences in the left SMA. This 
might have arisen from connections between the left and 
right SMA, but requires connectivity analysis to verify. 

4.2. Cerebellum 
Only the proposed method was able to detect significant 

activation differences in the cerebellum during the right 
handed task. This activation difference might be 
associated with handedness as seen in past studies [19].

4.3. Primary Motor Cortex 
Only the 3D moment invariant method detected 

differences using the non-dominant hand. As recent 
evidence has suggested distinct mechanisms are utilized 
with the dominant and non-dominant hand [20], [21], we 
suggest that the different activation between tasks with the 
non-dominant hand is expected.  

4.4. Prefrontal Cortex 
Again, only the proposed method was able to detect 

significant activation differences in both prefrontal 
cortices during the right handed task and in the left 
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TABLE 1. P-VALUE S OF ACTIVATION DIFFERENCES DURING EXTERNAL VERSUS INTERNAL TASK

 Experimental Conditions 
 Right Hand Left Hand 

ROIs Thresholded 
Mean 

% Activated 
Voxels 

3D Moment 
Invariants 

Thresholded 
Mean 

% Activated 
Voxels 

3D Moment 
Invariants 

Left SMA 0.0466* 0.2134 0.0352* 0.0328* 0.0796 0.0668 
Right SMA 0.2955 0.0880 0.0796 0.0454* 0.0178* 0.0238* 
Left CER 0.5853 0.7093 0.0158* 0.0828 0.6899 0.1602 
Right CER 0.7510 0.8793 0.0174* 0.1280 0.3824 0.1316 
Left PMC 0.1496 0.5681 0.3188 0.4301 0.3243 0.0056* 
Right PMC 0.6656 0.9110 0.1076 0.1027 0.9874 0.0738 
Left PFC 0.8641 0.7796 0.0334* 0.2537 0.1209 0.0378* 
Right PFC 0.7140 0.0741 0.0328* 0.5955 0.3289 0.3208 
Left CAU 0.1423 0.0469* 0.1014 0.0440* 0.0427* 0.1600 
Right CAU 0.6369 0.0757 0.0048* 0.2358 0.1178 0.0038* 

CER = cerebellum, PMC = primary motor cortex, PFC = prefrontal cortex, and CAU = caudate. 
*Statistically significant at  = 0.05. 

prefrontal cortex during the left handed task. Figure 2 
suggests why only the proposed method detected 
activation differences (i.e. the mean t-value and 
percentage of activated voxels differ by a minuscule 
amount during the two tasks, whereas substantial changes 
in the shapes of the activation distributions are shown in 
the figures). Prefrontal cortex has been previously shown 
to be differentially activated during externally guided and 
internally guided tasks [22]. 

4.5. Caudate 
Both intensity-based methods detected activation 

differences in the left caudate during the left handed task. 
In addition, percentage activated voxel method detected 
activation differences in the left caudate during the right 
handed task. 3D moment invariant method, on the other 
hand, detected no activation differences in the left caudate, 
but detected activation differences in the right caudate in 
both tasks. Since the right caudate is associated with 
timing information [23] and the load placed on the right 
caudate to process the timing information during the two 
tasks are quite different, the detected activation differences 
is expected. 

5. Conclusions 
We have demonstrated that certain spatial aspects of 

activation statistics appear to be relatively well conserved 
across subjects yet are significantly modulated by task 
performance. Incorporating spatial information of 
activation statistics within an ROI by utilizing 3D moment 
invariants appears to complement traditional activation 
based methods. A direct extension of the methods is to 
look at the spatial characteristics of combinations of ROIs 
that maximally discriminate between groups, an approach 
currently being pursued. 
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