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Abstract—In region of interest (ROI) based functional 

magnetic resonance imaging (fMRI) group analysis, errors in 

delineation of an ROI or inclusion of non-active voxels within 

an ROI can bias the statistical results. Addressing these 

concerns, this paper presents a new fMRI processing method 

that simultaneously refines ROI delineation and spatially 

denoises fMRI activation statistics within the ROI. The 

underlying assumption is that activation statistics within a small 

neighborhood are spatially correlated, thereby exhibit similar 

levels of influence on the overall ROI’s response. Based on this 

assumption, we first identify outlier voxels as those having 

undue influence on an ROI’s feature. Isolated outlier voxels at 

region boundaries are then removed, thereby refining the ROI 

delineation. The remaining outlier voxels are de-weighted based 

on their influence relative to their neighbors to reduce the 

effects of voxels deemed falsely active in later analysis. The 

proposed method was tested on real fMRI data collected from 8 

healthy subjects performing a bulb-squeezing motor task at 

various frequencies. Using the proposed method, enhanced 

capability for detection of frequency-related activation map 

feature differences (AMFD) was demonstrated when compared 

to Gaussian spatial smoothing of ROI activation statistics. The 

validity of the proposed method is suggested by the fact that 

using one feature for denoising (e.g. spatial variance) results in 

greater effect size in another feature (e.g. average activation 

statistics magnitude). Our results demonstrate the importance 

of accurate ROI delineation in ROI-based fMRI analysis. 

I. INTRODUCTION 

ne main application of functional magnetic resonance 

imaging (fMRI) is in making statistical inferences about 

the brain mechanisms responsible for different behavioral 

tasks. Conventionally, this entails generating activation 

statistics maps with each voxel assigned a statistical value 

related to its probability of being activated. To make group 

inferences under this approach, spatial warping of each 

subject’s brain to a common exemplar shape is often 

performed [1]. However, spatial normalization, typically 

followed by spatial smoothing, may pool responses from 

functionally dissimilar regions [2]. An alternative approach 

is to manually draw regions of interest (ROIs) individually 
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for each subject, and examine the statistical properties of 

regional activation across subjects. Though this ROI-based 

approach deals with inter-subject anatomical variability, it 

suffers from two main drawbacks. First, delineating the 

boundaries of the ROIs is typically guided by anatomical 

structures [3], which ignores functional properties. Secondly, 

any outlier voxels can skew the statistical analysis.  

To deal with Type I errors (i.e. voxels falsely detected as 

activated) and to increase signal to noise ratio (SNR), a fixed 

Gaussian filter is conventionally used to spatially smooth the 

activation statistics maps. This procedure assumes that the 

MR scanner has a Gaussian-like point spread function (PSF) 

that smears the fMRI signal over a small neighborhood. Thus 

based on matched filter theorem [4], the SNR will be 

increased. However, smoothing the activation maps may 

affect voxels that do not contain Type I errors, and degrade 

the spatial resolution. To enhance localization, researchers 

have investigated spatial wavelet transforms as an alternative 

[5]. This approach involves representing clusters of voxels 

with a few wavelet coefficients and de-weighting or 

removing those coefficients that fall under a certain threshold 

(i.e. soft or hard thresholding). The inverse wavelet 

transform is then applied to the surviving coefficients to 

estimate a denoised activation map. Under this framework, 

better localization is obtained since not all voxels are altered 

as in the case of Gaussian smoothing.  

In this paper, we propose a method for simultaneously 

denoising activation statistics within an ROI and refining 

ROI delineation. Assuming that activation statistics within a 

small neighborhood are spatially correlated, voxels within 

each neighborhood would thus exhibit similar level of 

influence on the overall ROI’s response. To impose this 

condition, isolated voxels at region boundaries with 

disproportional influence on a derived ROI feature are 

removed, thereby refining the ROI delineation. Other overly 

influential voxels are de-weighted based on their influence 

relative to their neighbors to reduce the biasing effects of 

these voxels in later analysis. Thus, only voxels detected as 

exceedingly influential are affected, while most of the 

original information is retained. The validity of the proposed 

approach is suggested by the fact that using one feature for 

denoising (e.g. spatial variance) resulted in greater effect size 

in another feature (e.g. average activation statistics 

magnitude). 

Joint Spatial Denoising and Active Region of Interest Delineation in 

Functional Magnetic Resonance Imaging  

Bernard Ng, Rafeef Abugharbieh, Samantha J. Palmer, Martin J. McKeown  

O 



 

 

 

II. DATA ACQUISITION 

A. Study Subjects and Experimental Conditions 

After obtaining informed consent, fMRI data were 

collected from 8 healthy subjects. Each subject was required 

to perform a right-handed motor task that involved squeezing 

a bulb with sufficient pressure such that an ‘inflatable ring’, 

shown as a black horizontal bar on a screen, was kept within 

an undulating pathway. The pathway is straight during rest 

periods and becomes sinusoidal at time of stimulus. Each run 

lasted 260 s, alternating between rest and stimulus of 20 s 

duration. At time of stimulus, the subject was required to 

squeeze the bulb at three different frequencies: 0.25 Hz 

(slow), 0.5 Hz (medium) or 0.75 Hz (fast). The data were 

collected as part of a larger experiment exploring the rate of 

change of force production in older subjects and subjects 

with Parkinson’s disease. 

B. Functional MR Imaging 

Functional MRI was performed on a Philips Gyroscan 

Intera 3.0 T scanner (Philips, Best, Netherlands) equipped 

with a head-coil. We collected echo-planar (EPI) T2*-

weighted images with BOLD contrast. Scanning parameters 

were: repetition time 1985 ms, echo time 3.7 ms, flip angle 

90°, field of view (FOV) 216×143×240 mm, in plane 

resolution 128×128 pixels, pixel size 1.9×1.9 mm. Each 

functional run lasted 4 minute where 36 axial slices of 3 mm 

thickness were collected in each volume, with a gap 

thickness of 1 mm. We selected slices to cover the dorsal 

surface of the brain and included the cerebellum ventrally. A 

high resolution 3D T1-weighted image consisting of 170 

axial slices was acquired of the whole brain to facilitate 

anatomical localization of activation for each subject. 

C. Preprocessing and Activation Statistics Generation 

The fMRI data was pre-processed for each subject, using 

Brain Voyager’s (Brain Innovation B.V.) trilinear 

interpolation for 3D motion correction and sinc interpolation 

for slice time correction. Further motion correction was 

performed using motion corrected independent component 

analysis (MCICA) [6]. No temporal or spatial smoothing was 

performed on the data. 

Using Amira (Mercury Computer Systems, San Diego, 

USA), custom scripts to co-register the anatomical and 

functional images were generated. Ten ROIs were manually 

drawn on each structural scan based upon anatomical 

landmarks and guided by a neurological atlas [3]. ROIs 

chosen included the thalamus, cerebellum, primary motor 

cortex (M1), supplementary motor area (SMA), and 

prefrontal cortex (PFC). The labels on the segmented 

anatomical scans were resliced at the fMRI resolution. 

A hybrid Independent Component Analysis (ICA) General 

Linear Model (GLM) scheme [7] was used to contrast each 

of the three frequency blocks with the periods when subjects 

were producing static force in generating each subject’s 

activation statistics map. The underlying idea in this scheme 

is that the GLM regressors (reference and confounds) are 

derived using ICA, and leave-one-out validation is used to 

select the best model. 

III. METHODS 

The goal of our proposed method is twofold; denoising a 

subject’s ROI activation map (hereafter referred to as T-

maps) to reduce the biasing effects of voxels deemed falsely 

active as well as refining the ROI delineation. Assuming that 

the ROI T-maps have been calculated for two groups (e.g. 

left SMA for subjects performing two different motor tasks), 

the proposed method proceeds as follows (Fig. 1): 
 

 
Fig. 1. Framework of proposed spatial denoising method 

 

For each subject’s ROI T-map, we first calculate the 

influence of each voxel on the value of a chosen ROI feature. 

Average magnitude, percentage of activation, and spatial 

variance are examined in this study. We then use a robust 

outlier detection method to determine which voxel(s) appear 

to be overly ‘influential.’ Each outlier voxel is then de-

weighted or removed by examining its relative influence as 

compared to its neighbors.  

A. ROI Feature Extraction 

Three features are examined in this paper, namely average 

magnitude, percentage of activation, and spatial variance. 

We chose these features, because average magnitude and 

percentage of activation are widely used in ROI-based fMRI 

analyses [8], and spatial variance has recently been shown to 

provide enhanced sensitivity in characterizing the activation 

distribution within an ROI [9]. Average magnitude is 

calculated by averaging voxel T-values greater than or equal 

to zero over the ROI. Percentage of activation is defined as 

the number of voxels with T-values above 1.96 divided by 

the total number of voxels within the ROI. Spatial variance, 

J1, which is based on 3D moments, is calculated as follows: 
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where n = p+q+r is the order of the centralized 3D moment, 

µpqr, (x,y,z) are the coordinates of a voxel, ρ(x,y,z) is the T-

value of a voxel located at (x,y,z), and x , y , and z  are the 

centroid coordinates of ρ(x,y,z). We note that J1 is invariant 

to translation, rotation, and scaling, which accounts for 

differences in brain size across subjects and ensures that the 

calculated feature values does not depend on subject’s 

orientation in the scanner during acquisition [9]. The 

invariance properties, thus, allow the J1 values to be easily 



 

 

 

compared across subjects. 

B. Voxel Influence Map Generation 

To generate the voxel influence map of an ROI for a given 

subject, we first calculate the feature value, Fall, using all 

voxels in that subject’s T-map. We then remove a voxel from 

the original T-map, and recalculate the ROI feature, Fi, with 

that voxel removed. The ‘influence’ of the removed voxel is 

then defined as the absolute difference between Fall and Fi, 

which we denote by dFi. The voxel influence map of a 

subject’s ROI is then generated by performing this procedure 

for every voxel within the ROI. 

C. Outlier Voxel Detection 

To detect outliers, i.e. overly influential voxels within a 

subject’s ROI, a robust criterion based on the median and the 

median of absolute deviations (MAD) of dFi [10] is used: 

)( σ⋅>−= stdmediout NdFdFfindI , (4) 

where Iout is the set of voxels detected as outliers relative to 

the other voxels in the ROI, dFmed is the median of dFi, and 

Nstd is the number of standard deviations from dFmed beyond 

which the value is considered an outlier. Assuming dFi is 

normally-distributed, we set Nstd = 3 to retain 99.7% of the 

possible dFi values as non-outliers. σ is a robust estimate of 

the standard deviation of dFi, defined as: 

)( medi dFdFmedian −⋅≈ λσ , (5) 

where λ converts MAD to standard deviation and is set to 

1.483 assuming dFi is normally-distributed [10]. 

It is worth noting that our defined criterion (4) is robust to 

outliers, since the median is not as sensitive to extreme 

values as the mean. If dFmean is instead used in (5), extreme 

outliers can cause σ to become arbitrarily large, thus 

intermediate outliers will likely be undetected. 

D. Outlier Voxel De-weighting 

To deweight the T-value (Tk) of each outlier voxel k є Iout 

within a subject’s ROI, we first separate its 26-connected 

neighbors (including itself) into two groups based on (4): 

outliers (Vout) and non-outliers (Vnon-out). The number of 

neighbors may be less than 26, especially if voxel k lies at 

the ROI boundary. Also, errors in ROI delineation can skew 

the analysis, thus outliers located at region boundaries are 

treated more stringently than those residing inside the ROI. 

If voxel k lies inside the ROI and has only outlier 

neighbors, we leave Tk unmodified, since a group of voxels 

in the same neighborhood exhibiting huge influence on an 

ROI’s feature are more likely to correspond to ROI response. 

In contrast, if some of voxel k’s neighbors are non-outliers, 

we deweight Tk as follows: 
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where %non-out and %out are the percentage of non-outlier and 

outlier neighbors. Our choice of w is based on the 

assumption that activation statistics within a small 

neighborhood are spatially correlated. Therefore, no single 

voxel should exhibit exceedingly greater influence than its 

neighbors. To impose this condition, we scale down Ti by 

1/dFi, which proportionally reduces the influence of voxel i. 

Hence, each of the two sums in (6) corresponds to a 

representative T-value estimate of the non-outlier and outlier 

voxels. Tk is then approximated by summing the two T-value 

estimates weighted by %non-out and %out, since if %out » %non-

out, Tk is more likely to correspond to ROI response and vice 

versa. 

If voxel k lies on the ROI boundary, Tk is set to zero, 

except if all its neighbors are outliers, where we deweight Tk 

using (6). Zeroing the T-values in effect refines the ROI 

boundary, thus accounts for slight errors in ROI delineation. 

E. Activation Discriminant Analysis 

In this study, we are interested in detecting frequency-

related activation differences (fast versus slow frequency) 

within various ROIs. Given either the raw or the denoised T- 

maps, we first calculate the average magnitude, Tave, 

percentage of activation, %Act, and spatial variance, J1, and 

test whether the differences in feature values between fast 

and slow frequencies, which we denote as activation map 

feature differences (AMFD), are significant using a paired T-

test. The significant level is set at α = 0.05, which 

corresponds to |Tcrit| of 2.36 for 8 subjects. 

F. Comparison of Spatial Denoising Methods  

With raw ROI T-maps as baseline, we compared our 

proposed method to the effects of traditional Gaussian spatial 

smoothing with a kernel size of 2 voxels (6 mm) full width 

half max (FWHM). In our approach, the feature used for 

denoising can be different from that used for activation 

discriminant analysis. We therefore compared the effects of 

using Tave versus J1 as denoising feature. Also, using 

different features for denoising and activation discriminant 

analysis serves as a validity check. Note that %Act is not a 

suitable denoising feature, since a voxel is either greater or 

less than 1.96, thus the resulting influence map will have 

only two possible values. 

IV. RESULTS AND DISCUSSION 

Table I summarizes the activation discriminant analysis 

results. In general, Tave and %Act increased with task-

frequency (i.e. positive T-values), and J1 decreased with 

increasing frequency (i.e. negative T-values), thus 

demonstrating a ‘focusing effect.’ With the raw ROI T-maps, 

significant AMFD were detected only in the left PFC (with 

Tave) and left SMA (with %Act and J1). Spatially smoothing 

the T-maps with a Gaussian kernel only additionally detected 

the right PFC (with Tave). In contrast, the proposed method 

detected significant AMFD in substantially more ROIs,



 

 

 

TABLE I. T-VALUES OF ACTIVATION MAP FEATURE DIFFERENCES (AMFD) COMPARING FAST VERSUS SLOW FREQUENCY 

Methods Raw Gaussian Smooth Proposed Method 

Test Tave %Act J1 Features Tave %Act J1 Tave %Act J1 

Denoise Tave J1 Tave J1 Tave J1 

LTHA 1.27 2.15 -1.64 1.33 2.00 -1.98 1.28 1.41 1.91 2.44 -1.14 -2.42 

RTHA 1.33 2.28 -1.33 1.50 1.38 -1.74 1.65 1.90 2.73 3.45 -2.27 -2.56 

LCER 1.18 1.47 -0.50 1.55 1.59 -1.02 1.39 1.38 1.34 1.37 -0.15 -0.83 

RCER 1.35 2.03 -1.16 1.55 1.98 -1.03 1.56 1.61 2.03 1.99 -1.39 -1.30 

LM1 1.37 1.62 -2.17 1.49 1.74 -2.22 1.62 2.11 1.61 1.78 -1.71 -2.41 

RM1 1.80 2.20 -1.89 2.00 1.82 -2.09 1.66 2.01 2.27 2.86 -2.24 -2.54 

LSMA 1.97 2.61 -2.41 2.15 2.49 -2.44 2.23 2.47 2.73 3.44 -1.66 -2.77 

RSMA 1.64 1.49 -1.17 1.71 1.76 -1.07 1.54 1.52 1.58 1.54 -1.59 -1.75 

LPFC 2.43 1.90 -1.54 2.66 1.70 -1.78 3.20 3.46 3.24 3.46 -2.74 -2.64 

RPFC 2.19 1.99 -1.93 2.82 2.22 -1.76 2.58 2.22 2.52 2.31 -1.71 -1.46 

THA = thalamus, CER = cerebellum, L = left, R = right, Tave = average magnitude, %Act = percentage of activation, J1 = spatial variance. 

First row under “Proposed Method” = feature being tested, second row = feature used for denoising. Bold = significant at |Tcrit| = 2.36.

including the bilateral thalamus, M1, PFC and the left SMA. 

Activation in the thalamus has been shown to scale with the 

rate of change of force production [11], and increasing 

movement speed is known to recruit widespread cortical 

areas including the right M1 [12] and the SMA. Thus, the 

results generated using the proposed method, are quite 

consistent with previous neuroscience studies. 

Comparing Tave and J1 as denoising feature, though Tave 

led to some increase in discriminability (i.e. increase in the 

T-value magnitude, especially when %Act was used as the  

test feature) by merely modifying 15% of the voxels within 

each ROI on average (5% removed, 10% deweighted), 

substantially greater increase in discriminability was gained 

by using J1 as the denoising feature (first and third column 

from the right in Table I), which modified about 20% of the 

voxels within each ROI (10% removed, 10% deweighted). 

The reason for the greater discriminability increase is that J1 

accounts for voxel location, whereas Tave would modify any 

voxel within an ROI regardless of its location. In fact, using 

J1 as denoising feature, we observed that on average, 80% of 

the outlier voxels were at the ROI boundary (e.g. Fig. 2), 

compared to 70% when Tave was used. This illustrates the 

importance of accurate ROI delineation in ROI-based fMRI 

analysis. Also, we note that using one feature for denoising 

resulted in greater discriminability in another feature, thus 

validating our proposed method. 
 

 
Fig. 2. Left thalamus denoised with J1. Shaded region = outlier voxels 

(~20% of the ROI). Most outlier voxels (~80%) lie on the ROI boundary. 

V. CONCLUSIONS 

We presented a new method for refining ROI delineation 

and denoising fMRI activation statistics within an ROI. 

Assuming voxels inside a small neighborhood are spatially 

correlated, we deweight only those voxels that exhibit 

exceedingly greater influence on an ROI’s feature. Applying 

our method to real data demonstrated enhanced 

discriminability in detecting subtle activation differences as 

compared to Gaussian spatial smoothing. A direct extension 

would be to apply our method to raw fMRI signals, which 

could spatially and temporally denoise the data. 
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