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Online services are an integral part of our personal and professional
lives. To support widespread adoption and usability, large-scale on-
line service providers have made it simple for users to access their
platforms and use any of the provided services using a single cre-
dential. Such single sign-on systems make it much easier for users
to manage their interactions with the platform through a single
account and interface. To the users, their accounts become more
valuable over time as they become more invested in the platform. A
single login credential thus becomes a valuable key to a whole set
of services, as well as the key to their digital identity and any highly
personal information stored on the platform. As a consequence,
these credentials are highly attractive targets to attackers as well.

As large-scale online service providers improve their defense
systems to protect their user base, attackers have shifted their efforts
from direct attacks on the platform to social engineering attacks, i.e,
attempting to exploit incorrect decisionsmade by individual users in
order to trick them into disclosing their login credentials [4]. Once
an account is compromised, the attacker in essence hijacks control
of the account from its legitimate owner and, typically, uses it for
nefarious purposes [5]: for example, attackers use compromised
accounts as a proxy to evade detection while carrying out some
other fraudulent activity (e.g., sending out phishing or spam email).

Thus, detecting compromised accounts early, and giving back
control to their legitimate owners quickly, is crucial. Doing so
mitigates the damage an attacker can do while in control of a
compromised account, protects the account owner’s digital identity,
and reduces the damage to the online platform and its users. It
should be noted that, detecting compromised accounts ismuchmore
challenging than just identifying fake ones (i.e., accounts created
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by the attacker) since, in such cases, suspicious activity is typically
interleaved with the account owner’s legitimate activity [2].

The problem with traditional approaches to detecting compro-
mised accounts is that they are usually complex and typically slow
in detecting suspicious activity and consequently identifying com-
promised accounts. The reasons for this are twofold: first, such
systems typically place a larger emphasis on accuracy and min-
imizing false-positives than on quick detection and remediation.
Secondly, such systems typically grow complex over time; they
usually involve complex pipelines combining information from a
wide range of sources including manual labeling.

As a way to mitigate this problem, we postulate that it is feasible
to identify potential victims (i.e., accounts likely to be compromised
by attackers in the future). We propose an early warning system
based on a completely automated pipeline that employs machine
learning to identify the accounts whose behavioral patterns indicate
that they are either: already compromised but have yet to exhibit
anymalicious activity or vulnerable but have yet to be compromised
and likely to become so in the future. Our design goals target
simplicity and place more emphasis on timeliness of detection even
at the cost of reduced accuracy. The proposed pipeline employs
machine learning based on easy to compute features in order to
identify suspicious account usage behavioral patterns early

Predicting accounts that are likely to be compromised in the
future can be used to develop new defenses, to fine-tune and better
target existing defense mechanisms, as well as to educate and bet-
ter protect users [3]. For example, in the context of online social
networks, identifying potentially vulnerable accounts - even with
low accuracy - was sufficient to develop a defense system for de-
tecting fake accounts that significantly outperformed other state of
the art approaches [1]. The design of these defense mechanisms,
however, is beyond the scope of this paper and we focus here solely
on evaluating our conjecture that predicting which accounts are
likely to be compromised in the future is feasible.

We have tested our proposed approach on real-world data from
a large-scale online service provider (i.e., at the scale of Amazon,
Apple, Baidu, Facebook, Google, Yahoo, etc.). We refer to it as a
Large-Scale Online Service Provider (or LSOSP for short). Our ex-
periments were carried out over four months worth of production
data covering hundreds of millions of users logging-in to LSOSP’s
platform and services.

Even using easy to compute features and a simplemodel selection
approach for good runtime performance, our proposed Random For-
est classifier can be tuned to achieve a high accuracy (ACC ≈99.92%)
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with a low false positive rate (FPR ≈0.0024%). More importantly
our proposed classifier achieves good performance through the
precision and recall metrics. Our classifier achieves a precision of
18.33% using only one week’s worth of login event history. This
means that more than one in five of the users predicted to have sus-
picious behaviour in the future were actually labeled as suspicious
within the next 30 days. For the same experiment, our classifier
achieves a recall of 50.62%. That is, our predictor identifies more
than half of the accounts that later are labeled as having suspicious
behaviour within the next 30 days. Our evaluation demonstrates
that our approach is not only feasible but that it also offers promis-
ing performance based on which further defense mechanisms can
be developed.
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