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Abstract-- Distributed computing systems employ replication to improve overall system robustness, scalability and 

performance. A Replica Location Service (RLS) offers a mechanism to maintain and provide information about physical 

locations of replicas. This paper defines a design framework for replica location services that supports a variety of 

deployment options. We describe the RLS implementation that is distributed with the Globus Toolkit and is in production 

use in several Grid deployments. Features of our modular implementation include the use of soft-state protocols to 

populate a distributed index and Bloom filter compression to reduce overheads for distribution of index information. Our 

performance evaluation demonstrates that the RLS implementation scales well for individual servers with millions of 

entries and up to one hundred clients. We describe the characteristics of existing RLS deployments and discuss how RLS 

has been integrated with higher-level data management services. 

 
Index Terms-- Replica Location Service, Replica Management, Grids, Data Management  

I. INTRODUCTION 

Data management in Grid environments is a challenging problem. Data-intensive applications 

may produce data sets on the order of terabytes or petabytes that consist of millions of individual 

files. These data sets may be replicated at multiple locations to increase storage reliability, data 

availability, and/or access performance. For example, scientists performing simulation or 

analysis often prefer to have local copies of key data sets to guarantee that they will be able to 

complete their work without depending on remote sites or suffering wide-area access latencies.  

The Replica Location Service (RLS) [1, 2] is one component of an overall Grid data 
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management architecture. The RLS provides a mechanism for registering the existence of 

replicas and for discovering them. We have designed and implemented a distributed RLS that 

consists of two components: a Local Replica Catalog (LRC) that stores mappings from logical 

names of data items to their addresses on a storage system and a Replica Location Index (RLI) 

that contains information about the mappings stored in one or more LRCs and answers queries 

about their contents. Our RLS server implementation performs well in Grid environments, 

scaling to register millions of entries and supporting up to one hundred simultaneous clients.  

Grid data management schemes typically integrate the RLS with other components to offer 

higher-level capabilities including creation, discovery, maintenance, and access to replicated 

data. These components include data transfer services used to create and access replicas, 

consistency services that propagate updates to replicas and maintain a specified degree of 

consistency, verification services that verify the correctness of registered replicas, and selection 

services that choose among replicas based on the current state of Grid resources.  

The RLS is in production use in a variety of Grid scientific environments, including the 

Lightweight Interferometer Gravitational Wave Observatory (LIGO) project [3], the Earth 

System Grid (ESG) [4, 5], the Quantum Chromodynamics (QCD) Grid [6], and the Southern 

California Earthquake Center [7]. The largest production deployment to date is the LIGO 

collaboration, which registers mappings from over 25 million logical files to over 120 million 

physical files distributed across ten sites. The RLS has been integrated into several higher-level, 

production data management systems, including the LIGO Lightweight Data Replicator [8], the 

ESG web portal [4, 5] and the Pegasus planning and workflow management system [9].  

This paper presents the design of the Replica Location Service (Sections II, III and IV), its 

implementation (Section V) and performance (Section VI). It also describes how RLS is 
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currently used in production scientific environments (Section VII). Finally, we present ongoing 

efforts (Section VIII) and related work (Section IX). 

II. THE RLS FRAMEWORK 

The Replica Location Service design and implementation are based on a framework [2] jointly 

developed by the Globus and European DataGrid projects. This section presents the five 

elements of the RLS framework: Local Replica Catalogs, Replica Location Indexes, soft-state 

update mechanisms, optional compression of updates, and membership services.  

A. The Local Replica Catalog 

Local Replica Catalogs (LRCs) maintain mappings between logical names and target names.  

Logical names are unique identifiers for data items that may have one or more physical replicas. 

Logical namespaces are application-specific, and tools are available for generating unique 

identifiers [10]. Target names are typically the physical locations of data, but they may also be 

logical names. An LRC implementation may associate attributes with logical or target names.  

Clients query LRC mappings to discover target names associated with a logical name and the 

reverse. Clients also query for logical or target names with specified attribute values, where 

attributes are arbitrary name-value pairs defined by an RLS configuration. 

A Local Replica Catalog may periodically send updates that summarize its state to one or more 

Replica Location Indexes (RLIs). In addition, an LRC maintains security over its contents, 

performing authentication and authorization of users 

via standard Grid mechanisms. 

B. The Replica Location Index 
LRC LRC LRC LRC

RLI RLI RLI

Replica Location Index Nodes

Local Replica CatalogsFigure 1: Hierarchical RLS configuration 
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Each RLS deployment may contain one or more Replica Location Indexes (RLIs) that store and 

answer queries about mappings held in one or more LRCs.  Figure 1 illustrates an RLS 

deployment in which four LRCs send state updates to three RLIs. 

An RLI stores mappings from logical names to the LRCs that, in turn, contain mappings from 

those logical names to target names. Each RLI responds to queries about logical names, 

providing a list of one or more LRCs believed to contain target mappings associated with that 

logical name. RLIs accept periodic soft-state updates (described below) from one or more LRCs 

that summarize LRC state. An RLI provides security, performing authentication and 

authorization operations using standard Grid mechanisms.  

Section IV illustrates a variety of RLI index structures with different performance and 

reliability characteristics determined by the number of RLIs and the amount of redundancy in the 

index. The RLS framework also supports partitioning of updates from an LRC server among RLI 

servers to reduce the amount of information sent to an RLI. Options include partitioning based on 

the logical namespace, with updates for portions of the namespace sent to different RLIs, and 

partitioning based on the domain namespace of target names. 

C. Soft State Updates 

Information in the distributed RLIs is maintained using soft-state update protocols.  Soft state 

information times out and must be periodically refreshed. Soft state update protocols provide two 

advantages. First, they decouple the state producer and consumer; the state consumer removes 

stale data implicitly via timeouts rather than using an explicit protocol that requires 

communication with the producer. Second, state consumers need not maintain persistent state; if 

a consumer fails and later recovers, its state can be reconstructed using soft state updates. In our 

design, each LRC sends soft state information about its mappings to one or more RLIs.   
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D. Compression of Soft-State Updates 

Soft-state updates may optionally be compressed to reduce the amount of data sent from LRCs 

to RLIs and to reduce storage and I/O requirements on RLIs. The RLS framework proposes two 

compression options. The first option reduces the size of soft state updates by taking advantage 

of structural or semantic information present in logical names, for example, by sending 

information about collections of related logical names rather than individual logical names. A 

second option is to use a hash digest technique such as Bloom filter compression [11].  

While compression schemes based on hash digests greatly reduce network traffic and provide 

better scalability, they do not support wildcard queries. This limitation, however, is not a major 

concern in practice for the RLS, since many data grid deployments include an additional service, 

a metadata catalog, that supports queries based on metadata attributes. These queries identify a 

list of logical files with specified attributes. The RLS is then used to locate physical replicas of 

these logical files. Thus, wildcard queries are typically not required at the RLS level, since 

specific logical file names are identified by the metadata catalog. This organization supports a 

separation of concerns: the metadata catalog provides a flexible metadata definition and an 

expressive query interface, and RLS provides scalability and throughput for location operations.  

E. Membership Management for RLS Services 

The final component of the RLS framework is a membership service that tracks the set of 

participating LRCs and RLIs and responds to changes in membership, for example, when a 

server joins or leaves the RLS. Existing RLS production deployments use a simple, manually-

maintained, static configuration for RLS servers that must be modified by an administrator to 

change update patterns when servers enter or leave the system. Ideally, membership management 
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would be automated so that LRCs and RLIs can discover one another and updates are 

redistributed to balance load when servers join or leave the system. More automated membership 

management alternatives include peer-to-peer self-organization of servers [12, 13] and a service 

registry that maintains a list of active servers and facilitates reconfiguration. 

III. RLS AND CONSISTENCY 

The RLS does not provide consistency guarantees between its mappings and the contents of 

file systems. It does not verify that physical files that are registered as replicas are actually copies 

of one another. If registered replicas are modified so that they are no longer valid copies of one 

another, the RLS will not detect these changes or take action. While such validation checks are 

desirable in some environments, they would also add significant overhead and complexity to the 

RLS. Our implementation relies on higher-level data management or consistency services to 

perform validation checks when necessary.  

There are several reasons for this design choice. One is to provide a simple and efficient 

registry that avoids the overhead and performance limitations associated with maintaining strong 

consistency across wide area systems, e.g., by calculating and comparing checksums for replicas. 

Second, providing a high level of consistency is not required for many applications. Scientific 

applications often publish data that is accessed in a read-only mode, so consistency checking is 

not required. Often these applications have a small set of trusted users who publish data in bulk 

and cannot tolerate overheads associated with performing consistency checking operations on 

every published data item. Third, applications may have different definitions of what constitutes 

a “valid” replica. For some applications, replicas are exact byte-for-byte copies of one another. 

For others, files may be considered replicas if they are different versions of the same file or have 
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the same content in different formats (e.g., compressed and uncompressed). We do not prescribe 

a particular definition for replicas in RLS. For these reasons, we leave consistency checking 

operations to higher-level services, an approach also taken by Amazon’s Dynamo service [14].   

IV. RLS CONFIGURATION OPTIONS 

The performance, scalability and reliability of RLS are determined by the number of servers 

deployed, the configuration of updates from LRCs to RLIs, and the scalability of the database 

back end. This section outlines an array of deployment options and discusses their tradeoffs. 

The simplest RLS deployment uses a single, centralized Local Replica Catalog that registers 

mappings for replicas stored at one or more sites. While a centralized RLS is simple to deploy 

and maintain, it may not scale well with the number of mappings or the number of simultaneous 

clients. A centralized deployment also represents a single point of failure. For these reasons, a 

variety of distributed RLS configurations may provide better reliability or scalability.  

In another configuration option, multiple LRCs update a single, centralized RLI index, as 

shown in Figure 2(a). In this case, there is a single location where all RLI queries are directed, 

and the RLI is aware of all mappings in LRCs. However, this RLI represents a single point of 

failure in the system and may be a performance bottleneck. We can improve reliability and load 

balancing by configuring the system with redundant RLI index servers, where each RLI receives 

updates from every LRC, as in Figure 2(b). Since the RLIs receive the same update information, 

either can respond to RLI queries.   

Current RLS deployments typically integrate a relatively small number of sites. For example, 

the Earth System Grid [4, 5] deploys RLS servers at five sites, while the LIGO physics 

collaboration  [3, 15] deploys servers at ten sites. For deployments of this scale, a fully connected 
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RLS configuration (Figure 

2(c)) is a reliable option. A 

fully connected RLS deploys 

an LRC and an RLI at each 

site, and all LRCs send 

updates to all RLIs, employing 

a “write-all read-any” strategy 

[16]. Advantages of this 

configuration include a high degree of redundancy for the RLI index. Also, each RLI has 

information about all replicas in the system. 

For larger deployments, a fully-connected RLS configuration would generate high traffic 

volume for updates. To reduce this traffic, the RLS can be partitioned so that an RLI receives 

updates from a subset of LRCs. In addition, the RLS can be configured with a hierarchy of RLI 

servers (Figure 2(d)), where RLIs receive updates from other RLIs and summarize their contents. 

For increased scalability, we have also examined peer-to-peer organizations of RLS servers 

(described in Section VIII.A), but these are not supported in the current RLS implementation. 

V. THE GLOBUS RLS IMPLEMENTATION 

Based on the RLS framework above, we have implemented a Replica Location Service that has 

been included in the Globus Toolkit starting with version 3.0.  This section describes the features 

of this implementation. The current implementation does not include a membership service, but 

instead uses a simple static configuration of LRCs and RLIs. We are investigating mechanisms 

for automatic configuration of RLS servers, including peer-to-peer techniques [12, 13]. 

LRC LRC LRC LRC

RLI

LRC LRC LRC LRC

RLI RLI

LRC LRC LRC LRC

RLI RLI RLI

RLI RLI
LRC

RLI

LRC

RLI

LRC

RLI

LRC

RLI

(a) A Centralized RLI Index

(c) Fully-Connected (d) Hierarchical

(b) A Redundant RLI Index

Figure 2: RLS Configuration Options 
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A. The Common LRC and RLI Server 

Although the RLS framework treats the LRC and RLI 

servers as separate components, our implementation 

(shown in Figure 3) consists of a common server that can 

be configured as an LRC, an RLI, or both.   

The RLS server is multi-threaded and is written in C. 

The server supports Grid Security Infrastructure (GSI) 

authentication. One level of authorization is provided using 

an optional Globus gridmap file that contains mappings from Distinguished Names (DNs) in 

users’ X.509 certificates to local usernames; if a DN is not included in the gridmap file, then 

access is denied. The RLS server can also be configured with an access control list that specifies 

the RLS operations each user is authorized to perform. Access control list entries are regular 

expressions that grant privileges such as lrc_read and lrc_write access to users based on either 

the DN in the user’s certificate or based on the local username specified by the gridmap file. The 

RLS server can also be run without authentication or authorization controls. 

The RLS server back end is a relational database accessed through an Open Database 

Connectivity (ODBC) layer. RLS interoperates with MySQL, PostgreSQL, SQLite and Oracle 

databases. The LRC database structure includes a table for logical names, a table for target 

names, and a mapping table that provides associations between logical and target names. There is 

also a general attribute table that associates user-defined attributes with either logical names or 

target name as well as individual tables for each attribute type (string, int, float, date).  Attributes 

are often used to associate such values as size with a physical name for a file or data object. 

Finally, one table lists all RLIs updated by the LRC, and another table stores regular expressions 

DB

LRC/RLI Server

ODBC (libiodbc)

myodbc

mySQL Server

clientclient

Figure 3: The RLS Implementation 
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for LRC namespace partitioning.  

The RLI server uses a relational database back end when it receives full, uncompressed updates 

from LRCs.  This relational database contains three simple tables: one for logical names, one for 

LRCs and a mapping table that stores {LN, LRC} associations. Soft state updates with Bloom 

filter compression, when used, are stored in memory. 

B. Soft State Updates 

Local Replica Catalogs send periodic summaries of their state to Replica Location Index 

servers. In our implementation, soft state updates may be of four types: uncompressed updates, 

incremental updates, and updates using Bloom filter compression or name space partitioning.   

Soft state information eventually expires and must be either refreshed or deleted. An expire 

thread runs periodically and examines timestamps in the RLI mapping table, discarding entries 

older than the allowed timeout interval.  

With periodic updates, there is a delay between when LRC mappings change and when those 

changes are propagated to RLIs. Thus, an RLI query may return stale information, and a client 

may not find a mapping for a desired logical name when it queries an LRC. Applications must be 

sufficiently robust to recover from this situation and query for another replica. 

Uncompressed updates: An uncompressed soft state update contains a list of all logical names 

for which mappings are stored in an LRC.  The RLI creates associations between these logical 

names and the LRC. To discover one or more target replicas for a logical name, a client queries 

an RLI, which returns pointers to zero or more LRCs that contain mappings for that name. The 

client then queries LRCs to obtain target name mappings.  

Incremental Updates: To reduce the frequency of full soft state updates and the staleness of 

RLI information, our implementation supports a combination of infrequent full updates and more 
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frequent incremental updates that reflect recent changes to an LRC. Incremental updates are sent 

after a short, configurable interval has elapsed or after a specified number of LRC updates have 

occurred. Periodic full updates are required to refresh RLI information that eventually expires.   

Compressed Updates: Our implementation includes a Bloom filter [11] compression scheme.  

An LRC constructs a Bloom filter (a bit array) that summarizes LRC state by computing multiple 

hash functions on each logical name registered in the LRC and setting the corresponding bits in 

the Bloom filter.  The resulting bitmap is sent to an RLI, which stores one Bloom filter in its 

memory per LRC. (The RLI may also store Bloom filters on disk for fast recovery after reboots.) 

When an RLI receives a query for a logical name, it computes the same hash functions against 

the logical name and checks whether the corresponding bits in each LRC Bloom filter are set. If 

any of the bits is not set, then the logical name was not registered in the corresponding LRC. If 

all the bits are set, then that logical name has likely been registered in the corresponding LRC. 

There is a small possibility, however, of a false positive, i.e., a false indication that the LRC 

contains the mapping. The probability of false positives is controlled by the size of the Bloom 

filter and the number of hash functions used. Our implementation sets the size of the Bloom filter 

based on the number of mappings in an LRC (e.g., 10 million bits for 1 million entries) and uses 

three hash functions by default. These parameters give a false positive rate of approximately 1%.  

Partitioning: Finally, our implementation supports partitioning of updates based on the logical 

name space. When partitioning is enabled, logical names are matched against regular 

expressions, and updates relating to different subsets of the logical namespace are sent to 

different RLIs. The goal of partitioning is to reduce the size of soft state updates between LRCs 

and RLIs. We have observed that, in practice, partitioning is rarely used, because users consider 

that Bloom filter compression offers sufficient performance and efficiency. 
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C. RLS Clients 

The RLS implementation includes interfaces written in C, Java, and python as well as a 

command line client tool. We have also implemented a Web service interface to RLS that is 

compatible with the Web Services Resource Framework (WS-RF) standards [17].  

TABLE 1 

RLS OPERATIONS 

 

Table 1 lists many of the operations provided by the LRC and RLI clients.  Each of these 

operations may correspond to multiple SQL operations on back end database tables. 

D. RLS Bulk Operations 

For user convenience and improved performance, the RLS implementation includes bulk 

operations that bundle together a large number of add, query, and delete operations on mappings 

and on attributes. Bulk operations are particularly convenient for scientific applications that 

perform many RLS query or update operations at the same time, for example, when publishing or 

processing large data sets. Bulk operations are essential for high performance in RLS, since many 

operations can be submitted to the catalog while incurring the overhead of a single client request. 

Thus, bulk operations avoid the overhead of issuing each request separately. 

VI. PERFORMANCE AND SCALABILITY OF THE RLS IMPLEMENTATION 

This section presents a performance and scalability study of the Globus RLS implementation. 

The software versions used in this study are indicated in Table 2. 

  

LRC Operations  

Mapping management Create, add, delete, rename mappings for single entities and in bulk 

Attribute management Create, add, modify, delete single attributes and in bulk 

Query operations Query based on logical or target name, wildcard queries, bulk queries, query based on attribute names or 

values 

LRC management Query RLIs updated by this LRC, add RLI to update, remove RLI from update list  

RLI Operations 

Query operations Query based on logical name, bulk queries, wildcard queries 

RLI management Query LRCs that update RLI 
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TABLE 2 

SOFTWARE VERSIONS USED IN EVALUATION 

A. Overall RLS Performance 

Our first set of tests evaluates the overall 

performance of LRCs. We present operation rates for query, add and delete operations. Requests 

are submitted by multi-threaded client programs written in Java that specify the number of 

threads that submit requests to a server and the operations to perform (query, add or delete 

mappings). Our testbed includes up to 20 machines that run five client threads each. Each client 

thread performs thousands of operations by issuing one or more bulk requests. We compute the 

operation rate (in queries per second) from the total operations performed by client threads over 

time. Each data point in the graphs below shows the average operation rates over 5 different 

trials, with error bars indicating the standard deviation.  

In the experiments shown in this paper, the number of operations performed per client per trial 

ensures that we measure sustained peak operation rates for the designated number of clients 

running in parallel. We define the warmup time as the interval between the time of the first 

operation issued by the first client to the time of the first request issued by the last client. Cooloff 

time is defined as the interval between the time when the first client finishes submitting 

operations to the time the last client finishes submitting requests. The remaining time, when all 

clients are submitting requests in parallel, is the overlap time. In all our experiments, we ensure 

that the warmup time and the cooldown time represent a relatively small percentage of the 

overall execution time. In these experiments, a minimum of 78.6% of the measured execution 

time is overlap time. Figure 5 shows an overlap profile for a query experiment.  

For each trial, a server is loaded with 1 million base mappings. We keep the database size 

relatively constant during all tests to avoid performance variations due to changes in database 

Replica Location Service v4.3 

Globus Packaging Toolkit v3.2 

libiODBC library v3.0.5 

MySQL database v5.0.21 

MyODBC library  v3.51.06 
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size. For example, in add/delete tests, the mappings that are added in each trial are deleted before 

subsequent trials are performed. We limit the variation in the size of the database during a trial to 

no more than 20% of the original size. 

The second set of experiments evaluates the performance of soft state updates between LRC 

and RLI servers. We measure the performance of uncompressed updates and updates that use 

Bloom filter compression.  For these tests, LRC servers are loaded with mappings and forced to 

update an RLI server. Update time is measured from the LRC’s perspective.  

Our experiments are executed on the following systems. The client machines are nodes of a 

Linux cluster: dual-processor Pentium-III 547 MHz with 1.5 GB of memory running the RedHat 

v.9 operating system. For experiments measuring RLS server query and update performance, the 

client machines run an RLS client program. For experiments measuring soft state update 

performance, the client machines run LRC servers. Server machines are dual-processor Intel 

Xeon 2.2 GHz workstations with 1 GB of memory running either the RedHat v8 or Debian 3.0. 

The server at Argonne National Laboratory used for the remote RLI experiments runs on a dual 

processor Intel Xeon 2.2 GHz machine with 2 GB of memory running Red Hat 7.3.  

For all experiments, the back end database used is MySQL using the default configuration in 

which updates are buffered and not immediately flushed to disk. This option provides high 

update performance at the cost of possible inconsistencies in case of machine failures [1].  

Except for one query comparison test, GSI authentication is enabled on the RLS server. In all 

experiments, RLS logging is disabled.  

Figure 4 compares the operation rates achieved by issuing queries to an LRC with those 

achieved for queries to a native java MySQL database using an ODBC client. For the LRC, we 

show bulk query performance with and without authentication as well as the performance of non-
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bulk RLS queries. Up to 20 client machines with five threads per client issue operations to a 

single LRC. For an experimental trial, each client performs a total of 15,000 query operations by 

issuing 15 bulk query requests with 1000 queries per bulk request. Each data point in the graph 

shows the average query rate over 5 trials, with error bars indicating the standard deviation. 
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Figure 4: Comparison of query performance for RLS (with and without GSI authentication) and native ODBC client for MySQL 

 

The LRC achieves a bulk query rate of almost 2000 per second. The graph shows that RLS 

overhead compared to the native MySQL query rates is 7.3 % on average for 25 to 100 clients 

and 79.4% for 5 clients. The overhead of performing authentication on RLS operations is at most 

2.5%. The graph also shows the advantage of using bulk operations, which achieve 

approximately double the query rate of non-bulk operations. This difference is due to the 

overhead of issuing requests and establishing database connections for each non-bulk query call, 

compared to incurring those overheads once for a bulk operation. Bulk operations are performed 

individually at the LRC server. The mean standard deviation for each of these averaged data 

points, shown in error bars, is 0.86%. 

Figure 5 shows the overlap profile for the measurements of LRC bulk query rates with 

authentication from Figure 4. The minimum measured overlap is 78.6% for 25 clients. 
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 Figure 6 shows RLS performance for bulk 

add and delete operations compared to that 

of an ODBC client that performs the same 

sequence of database operations. The ODBC 

client issues all operations on a per 

transaction basis, rather than through bulk 

calls. For RLS measurements, we perform a 

constant number of 300,000 operations per 

trial. Thus, for 100 clients we perform 3000 

operations per client, for 50 clients we perform 6000 operations per client, etc. We compare these 

numbers with a native ODBC client that performs 3000 operations per client, which provides 

sufficient overlap. LRC bulk add rates range from 9.5% lower than native non-bulk add rates for 

25 clients to 15.5% higher for 100 clients. During these tests, the ODBC client experienced 

deadlocks. RLS bulk delete rates are 

28% lower on average than native 

ODBC delete rates.  

B. Replica Location Index Query 

Performance 

Figure 7(a) shows RLI bulk query 

performance using uncompressed 

LRC updates that are stored in a 

MySQL database back end. These 
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Figure 5: Overlap profile 
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RLI query rates are similar to those achieved by the LRC, about 2000 queries per second. Figure 

7(b) shows that an RLI that accepts Bloom filter updates and stores them in memory achieves 

higher query rates (e.g., for 100 clients and one Bloom filter, the RLI supports a factor of five 

increase over uncompressed updates). 
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Figure 7: (a) RLI Query Rates With MySQL back end, (b) With in–memory Bloom filter queries. 

Figure 8 shows that the time to send uncompressed soft state updates increases with the 

number of LRCs concurrently updating an RLI, where each LRC in the experiment contains 1 

million mappings. Once the maximum update rate for the RLI database back end is reached, this 

database becomes a performance bottleneck.  

These results indicate that performing frequent uncompressed soft state updates does not scale 

well. We recommend the use of either the incremental 

mode with uncompressed updates or compression to 

achieve acceptable scalability. The choice of update mode 

may depend on whether applications can occasionally 

tolerate long full updates and whether they require 

wildcard searches on RLI contents, which are not 

supported by Bloom filters.  
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C. Soft State Updates Using Bloom Filter Compression 

Next, we present the performance of wide area soft state updates using Bloom filter 

compression. Updates were sent from LRCs in Los Angeles to an RLI in Chicago (average round 

trip time 63.8ms). Table 3 shows Bloom filter update statistics for a single client performing a 

soft state update for a range of LRC database sizes.  

TABLE 3 

COMPRESSED SOFT STATE PERFORMANCE 

The second column shows that Bloom 

filter wide area updates are significantly 

faster then uncompressed updates. For 

example, a Bloom filter update for an LRC with 1 million entries took less then 1 second in the 

wide area compared to 58 seconds for an uncompressed update in the LAN (Figure 8). The third 

column shows the time required compute a Bloom filter for a specified LRC database size. This 

is a one-time cost, since subsequent updates to LRC mappings can be reflected by setting or 

clearing the corresponding bits in the Bloom filter. 

D. False Positive Error Rates when Using Bloom Filter Compression 

Bloom filters are compact data structures for compressed representation of set membership. 

Key design tradeoffs are computational overhead (the number of hash functions used), space 

overhead (the size of the filter), and the false positive (collision) rate. Fixing any two of these 

determines the value of the third. Generally, computational overhead and the false positive rate 

are determined by application requirements, and they dictate the size of the filter. Fan et al. [18] 

present a theoretical framework for filter design based on the assumption of perfect hashing 

functions. We have verified that, in practical settings, the behavior of MD5 and SHA2 hashing 

functions is close to ideal hashing functions and that the Fan et al. model accurately predicts the 

Database size (number 

of mappings) 

Average time to 

perform an update 

(seconds) 

Average time to 

generate bloom filter 

(seconds) 

1 million less than 1 8.8 

5 million 5.4 45.8 

10 million 10.4 98.2 
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rate of false positives. Over a set of 50 experiments with different filter sizes, number of hash 

functions, and target rates of false positives, the average achieved rate of false positives was 

within 14% of the predicted rate. More on Bloom filter configuration tradeoffs is in [19].   

E. RLI False Negative Responses Using Bloom Filter Compression 

Next, we examine the probability that a query to an RLI results in a “false negative” response, 

meaning that the query result incorrectly indicates 

that none of the LRCs that update the RLI 

contains a mapping for the logical name. False 

negatives occur for three reasons: an update 

message to the RLI has not been generated yet by 

the LRC; the update message has been generated 

but it has not yet propagated; or the update 

message has been dropped due to an error in the communication layer.  

To study the probability of false negatives, we deployed a simplified, prototype version of the 

RLS on 50 PlanetLab hosts, with one LRC and one RLI at each host. At the beginning of the 

experiment, each LRC stores one million mappings. We play a synthetic trace that simulates 

client load: the trace generates 10 add operations per second at each participating LRC. Nodes 

generate an incremental update every time at least 0.5% of their content changes or every five 

minutes, whichever comes first. Additionally, nodes generate a full update every 100 incremental 

updates or every 3 hours, whichever comes first. Soft-state timeouts are set at 15 minutes. To 

understand how fast updates propagate, each node generates queries at the RLI for keys that have 

been inserted at an LRC at random times after insertion.  

Figure 9 presents the average false negatives rate as a function of the time after inserting a key 
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Figure 9: Variation of average false negative rate with time. At 

time 0 a new LFN to PFM mapping is inserted. The plot shows 

that after 300s the measured false negative levels down to zero. 
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in the system. The rate of false negatives decreases approximately linearly with time from 100% 

false negatives immediately after an insertion (since no updates have been generated) to 0.023% 

at 300 seconds, the period after which all soft-state updates have been generated. This small non-

zero false negative rate is a result of one incremental update that is not delivered to its destination 

by the multicast layer. This is corrected 2070 seconds later by a full update. 

VII. THE REPLICA LOCATION SERVICE IN PRODUCTION USE 

This section presents several Grid projects that use the RLS in production deployments, often 

in conjunction with higher-level data management services.  

A. LIGO 

The Laser Interferometer Gravitational Wave Observatory (LIGO) collaboration [3, 15] 

conducts research to detect gravitational waves. LIGO uses data replication extensively to make 

terabytes of data available at ten LIGO sites. The LIGO deployment registers RLS mappings 

from more than 25 million logical file names to 120 million physical files. The LIGO deployment 

is a fully-connected RLS: each RLI collects state updates from LRCs at all ten sites. Thus, a 

query to any RLI identifies all LRCs that contain mappings for a logical file name.   

To meet LIGO data publication, replication and access requirements, researchers developed the 

Lightweight Data Replicator system [8], which integrates RLS, the GridFTP data transfer service 

[20] and a distributed metadata service. LDR provides rich functionality, including pull-based 

file replication; efficient data transfer among sites; and a validation component that verifies that 

files on storage systems are correctly registered in each LRC. Replication of published data sets 

occurs when a scheduling daemon at each site performs metadata queries to identify collections 

of files with specified metadata attributes and checks the LRC to determine whether the files in a 
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collection exist on the local storage system; if not, it adds the files to a priority-based transfer 

queue. A transfer daemon at each site periodically checks this queue, queries the RLI server to 

find locations where desired files exist, and initiates GridFTP transfer operations to the local site. 

After the file transfers complete, the transfer daemon registers new files in the local LRC.  

B. Earth System Grid 

The Earth System Grid (ESG) [5] provides infrastructure for climate researchers that integrates 

computing and storage resources at five institutions. This infrastructure includes RLS servers at 

five sites in a fully-connected configuration that contain mappings for over one million files. 

ESG, like many scientific applications, coordinates data access through a web-based portal. This 

portal provides an interface that allows users to request specific files or query ESG data holdings 

with specified metadata attributes. After a user submits a query, the portal coordinates Grid 

middleware to deliver the requested data. This middleware includes RLS, a centralized metadata 

catalog, and services for data transfer [20] and subsetting [5]. In addition to using RLS to locate 

replicas, the ESG web portal uses size attributes stored in RLS to estimate transfer times.  

C. RLS and Workflow Management Systems 

The Pegasus (Planning for Execution in Grids) workflow mapping system [21] is used by 

scientific applications to manage complex executions. Components of workflows are often 

scientific applications and data movement operations; dependencies among these components are 

reflected in the workflow. Pegasus maps from a high-level, abstract definition of a workflow to a 

concrete or executable workflow in the form of a Directed Acyclic Graph (DAG), which is then 

passed to the Condor DAGMan execution system [22]. During workflow mapping, Pegasus 

queries the RLS to identify and select physical replicas specified as logical files in the abstract 
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workflow. When Pegasus produces new data files during execution, it registers them in the RLS.  

Pegasus is used for production analysis by a number of scientific applications, including the 

LIGO [3] project, the Montage mosaic [23] and the Galaxy morphology [24] astronomical 

applications, and the Southern California Earthquake Center [7] project.  

VIII. ONGOING AND FUTURE WORK  

In addition to ongoing improvements in the performance, scalability and robustness of RLS, 

we are investigating peer-to-peer organizations and higher-level data services that integrate RLS.   

A. Peer-to-Peer Replica Location Services 

We have studied two approaches to peer-to-peer organization of RLS servers to support self-

organization, greater fault-tolerance and improved scalability.  

First, we designed and implemented a Peer-to-Peer Replica Location Service (P-RLS) [12] that 

uses a structured overlay network (Chord [25]) to organize participating P-RLS servers. A P-

RLS server consists of an unchanged Local Replica Catalog (LRC) and a peer-to-peer Replica 

Location Index node called a P-RLI. The network of P-RLIs uses the Chord routing algorithm to 

store mappings from logical names to LRC sites. A P-RLI server responds to queries for the 

mappings it contains and routes other queries to the P-RLI nodes that contain the corresponding 

mappings. Our prototype extends the Globus Version 3.0 RLS server with Chord protocols.  

Second, we implemented and evaluated a decentralized, adaptive replica location mechanism 

[13] based on an unstructured overlay, Bloom filter compression and soft state updates. This 

scheme uses the unstructured overlay to distribute Bloom filter digests to all nodes in the overlay. 

Thus, each node maintains a compressed image of the global system. When a client queries a 

node for an LFN mapping, the node first checks its locally stored mappings and its stored digests 
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that summarize the contents of remote nodes. If the node finds a match for the LFN in a digest 

for a remote node, it contacts that node to obtain the mappings. Network traffic generated using 

this approach is comparable to the traffic generated in query forwarding schemes. Query 

performance improves significantly because all queries are resolved in at most two network hops.  

B. Higher Level Data Management: The Data Replication Service 

As demonstrated by the systems described in Section VII, there is a need for higher-level Grid 

data management capabilities that include replica registration and discovery. We are designing 

several higher-level data management services. One example is the Data Replication Service 

(DRS) [26], which ensures that a specified set of files is replicated on a storage site. DRS 

operations include location, identifying where desired data files exist on the Grid by querying the 

RLS; transfer, moving desired data files to the local storage system efficiently; and registration, 

adding location mappings to the RLS so that clients may discover newly-created replicas.  

IX. RELATED WORK 

Several areas of related work are relevant to the RLS: other replica location and management 

systems in Grid environments; solutions for locating resources in peer-to-peer networks; 

distributed name systems; distributed file systems and database catalogs; and web proxy caches.  

A. Grid Replica Location and Management 

Other Grid approaches to replica management include the Storage Resource Broker [27] and 

GridFarm [28] systems that manage replicas using a centralized metadata catalog. Unlike RLS, 

these catalogs maintain logical metadata to describe the content of data in addition to attributes 

related to physical replicas; these catalogs are also used to maintain replication consistency.  

The European DataGrid project implemented a Replica Location Service based on our jointly 
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developed RLS framework [2] as part of a replica management architecture [29] for data 

produced by the Large Hadron Collider (LHC) at CERN.  

The LHC Computing Grid project (LCG) and the Enabling Grids for E-SciencE (EGEE) 

project at CERN have implemented file catalogs that combine replica location functionality and 

hierarchical file system metadata management. The LCG catalog is a connection-oriented, 

stateful server [30, 31]. The EGEE File and Replica Management (FiReMan) catalog uses a 

service-oriented architecture and supports bulk operations [32].  

B. Peer-to-Peer Resource Discovery 

Resource discovery is an important problem for peer-to-peer (P2P) networks. Approaches 

include centralized indexing, flooding-based unstructured schemes, and Distributed Hash Tables 

(DHTs) and other structured approaches.  

Systems like Napster maintain a centralized index server, and each resource discovery 

operation queries this server. This approach has limited scalability and a single point of failure.  

Gnutella [33, 34] constructs an unstructured overlay network among nodes and uses flooding 

to distribute queries. Although query flooding improves fault tolerance by eliminating the single 

point of failure, it may introduce large message traffic and processing overheads in the network 

[35-37] and does not scale well. These overheads are reduced by bounding the number of times 

each message is forwarded by the time-to-live field of query messages or by employing one of 

several random walk and replication schemes (e.g., Gia [34, 38]). 

Distributed hash table (DHT) approaches construct a structured overlay and utilize message 

routing instead of flooding to discover a resource [39]. DHT systems (e.g., Chord [25], CAN 

[40], Tapestry [41]) perform file location by hashing logical identifiers into keys. Each node 

maintains location information for a subset of the hashed keys and supports searches by passing 
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queries according to the overlay structure. Some systems (e.g. OceanStore [42]) also employ 

probabilistic search to reduce search latencies. 

As described in Section VIII.A, we have experimented with two P2P RLS implementations, 

one based on a structured DHT system [12] and one based on an unstructured P2P overlay [13].  

C. Distributed Name Services 

The functionality provided by RLS has some similarities to that provided by distributed name 

services such as the Domain Name System and the Handle System.  

The Domain Name System (DNS) [43, 44] is a highly scalable, hierarchical, globally 

distributed database that maps human-readable hostnames to IP addresses. Root servers at the top 

of the namespace hierarchy are centrally managed and replicated at multiple locations for high 

availability. Subdomains of the hierarchical namespace are administered locally. RLS has 

similarities with DNS in its hierarchical organization and local administration of name mappings 

in LRCs. However, RLS does not does not provide global name mappings, enforce namespaces 

or restrict the targets of name mappings (i.e., they need not be IP addresses).  

The Handle System (HS) [45, 46] is another scalable, efficient, distributed global name service. 

Its organization is hierarchical, with a top-level Global Handle Registry and an unlimited number 

of lower-level Local Handle Services that manage local namespaces. A handle is a globally-

unique identifier that may “refer to multiple instances of a resource” [45], providing one-to-many 

mapping functionality similar to that in RLS. The HS differs from DNS in its support for general-

purpose handle to attribute mappings rather than mappings from domain names to IP addresses 

for network routing, its administrative model, and its security features. The HS supports many 

features similar to RLS functionality, with an additional focus on global namespace management. 

We may provide an RLS implementation based on Handle in the future.  
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D. Distributed Databases 

Heterogeneous distributed databases use catalogs to keep track of information that is needed to 

locate and manage distributed objects [47-49] such as relations, views and indexes as well as 

information about users, query plans and access privileges [47]. Like RLS, these systems 

typically include local catalogs that contain information needed to manage a local Database 

Management System and a distributed, inter-site catalog for managing distributed resources. The 

R* system [48] has a partitioned, distributed catalog architecture, where each site maintains a 

catalog with information about a set of objects for which it is responsible. Each object’s name 

includes a “birth site” for the object that never changes. The current storage location of an object 

is obtained from its birth site. 

Choy and Selinger extend the R* catalog [49]. Their architecture includes a Registration Site 

that can be inferred from an object’s name and never changes. This site maps an object’s name to 

a Catalog Site that in turn contains a mapping to the Storage Site where the object is currently 

stored. This additional indirection provides “flexibility in the placement of catalog information 

and allows a transparent relocation of catalog information” [49]. This scheme supports a variety 

of catalog configurations, including centralized, fully replicated and partitioned catalogs.  

The Group Oriented Catalog Allocation Scheme [47] is a hybrid catalog architecture between a 

strictly partitioned catalog scheme like R* and a fully replicated distributed catalog. It partitions 

information among groups of catalogs and fully replicates information within a group. This 

scheme reduces update costs compared to a fully replicated catalog and reduces query times 

compared to a partitioned catalog.  
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E. Internet Proxy Caches 

Directory services for cooperative Internet proxy caches [18, 50-52] offer functionality similar 

to the RLS. In a cooperative proxy cache, the directory service receives requests for a URL and 

locates one proxy that caches a replica of that URL. The RLS provides additional functionality, 

including requests for multiple replicas of the same file and batch requests.  

Hierarchical Internet proxy-caches have been extensively analyzed [52]. Three additional 

solutions do not use hierarchies. In the Summary Cache [18], each pair of participating proxies 

periodically exchanges Bloom filter summaries of the data stored locally. The RLS Bloom filter 

scheme, by contrast, uses an adaptive soft-state protocol to distribute digests. The Cache Array 

Routing Protocol (CARP) [53] uses consistent hashing [54, 55] to partition the name space and 

route requests in a manner similar to a DHT scheme. The CARP solution, however, does not 

efficiently support queries for co-located sets of files. In the Vicinity Cache [56], a directory 

service at each node considers data exchange costs (e.g. latency or bandwidth) when 

disseminating information to other nodes.  

X. CONCLUSION 

We have described the design, implementation, evaluation and deployment of the Globus 

Replica Location Service. Our design is based on a general framework that allows a distributed 

RLS to be configured based on required system scale and reliability. We have described the RLS 

implementation and presented a performance study that demonstrates that individual RLS servers 

perform well and scale up to millions of entries and one hundred clients and that soft state 

updates of the distributed index scale well using Bloom filter compression. Today, RLS is used 

in a variety of production Grid environments. The largest of these deploys RLS at ten sites and 
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manages over 25 million unique logical files and 120 million physical replicas. RLS has been 

successfully integrated into a variety of customized, higher-level data management systems.  
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