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Abstract

As the number of transistors integrated on a chip continues
to increase, a growing challenge is accurately modeling per-
formance in the early stages of processor design. Analytical
models have been employed to rapidly search for higher
performance designs, and can provide insights that detailed
simulators may not. This paper proposes techniques to predict
the impact of pending cache hits, hardware prefetching, and
realistic miss status holding register (MSHR) resources on
superscalar performance in the presence of long latency
memory systems when employing hybrid analytical models
that apply instruction trace analysis. Pending cache hits are
secondary references to a cache block for which a request
has already been initiated but has not yet completed. We
find pending hits resulting from spatial locality and the
fine-grained selection of instruction profile window blocks
used for analysis both have non-negligible influences on
the accuracy of hybrid analytical models and subsequently
propose techniques to account for their effects. We then
introduce techniques to estimate the performance impact of
data prefetching by modeling the timeliness of prefetches and
to account for a limited number of MSHRs by restricting
the size of profile window blocks. As with earlier hybrid
analytical models, our approach is roughly two orders of
magnitude faster than detailed simulations. When modeling
pending hits for a processor with unlimited outstanding
misses we improve the accuracy of our baseline by a factor
of 3.9, decreasing average error from 39.7% to 10.3%. When
modeling a processor with data prefetching, a limited number
of MSHRs, or both, the techniques result in an average error
of 13.8%, 9.5% and 17.8%, respectively.

1. Introduction

To design a new microprocessor architects typically create
a cycle-accurate simulator and run numerous simulations
to quantify performance trade-offs. Not only is the task of
creating such a simulator time-consuming, but also running
such simulations can be slow. Both are significant components

of overall design-to-market time. As microprocessor design
cycles stretch with increasing transistor budgets, architects
effectively start each new project with less accurate informa-
tion about the eventual process technology that will be used,
leading to designs that may not achieve the full potential of
a given process technology node.

An orthogonal approach to obtaining performance esti-
mates for a proposed design is analytical modeling [36].
An analytical model employs mathematical formulas that
approximate the performance of the microprocessor being
designed based upon program characteristics and microar-
chitectural parameters. One of the potential advantages of
analytical modeling is that it can require much less time than
crafting and running a performance simulator. Thus, when an
architect has analytical models available to evaluate a given
design, the models can help shorten the design cycle. While
cycle-accurate simulator infrastructures exist that leverage re-
use of modular building blocks [10], [34], and workload
sampling [29], [35] can reduce simulation time, another key
advantage of analytical modeling is its ability to provide
insights that a cycle-accurate simulator may not.

Several analytical models have been proposed before [8],
[16], [19], [23], [24], [25], [26], [27], [28] and Karkhanis
and Smith’s first-order model [19] is relatively accurate.
Their first-order model separately estimates the cycles per
instruction (CPI) component due to branch mispredictions,
instruction cache misses, and data cache misses, then adds
each CPI component to an estimated CPI under ideal con-
ditions to arrive at a final model for the performance of a
superscalar processor. However, little prior work has focused
on analytically modeling the performance impact of data
prefetching and the performance impact of hardware support
for a limited number of overlapping long latency data cache
misses due to finite MSHR resources. In this paper we explore
how to accurately model these important aspects of modern
microprocessor designs.

One significant aspect of long latency data cache misses is
the large effect of pending data cache hits (PH) on overall
performance. A pending data cache hit is a memory reference
to a cache block for which a request has already been initiated



by another instruction but has not yet completed (i.e., the
requested block is still on its way from memory). Figure 1
compares actual CPI due to long latency data cache misses
to modeled CPI due to long latency data cache misses for
mcf with increasing memory access latency. The first bar
(actual) shows the result from a cycle-accurate simulator
whose configuration is described in Section 4. The second bar
(baseline) shows the result from a careful re-implementation
of a previously proposed hybrid analytical model [19]1. The
third bar (SWAM w/ PH) illustrates the result from a new
technique that we propose in this paper (see Section 3.5.1).
In this paper, a modeled CPI due to long latency data
cache misses (CPID$miss) is always derived by dividing the
total extra cycles due to long latency data cache misses by
the total number of instructions committed. From Figure 1
we observe that the error becomes increasingly significant
as memory latency grows. Therefore, to accurately model
the performance of future superscalar microprocessors, it is
necessary to carefully model pending data cache hits.

This paper makes the following contributions:

• It shows that the performance impact of pending data
cache hits is non-negligible for memory intensive ap-
plications and describes how to model their effect on
performance in the context of a trace driven hybrid
analytical model (Section 3.1).

• It presents a novel technique to more accurately com-
pensate for the potential overestimation of the modeled
CPID$miss, which relies upon analysis of a program’s
individual characteristics (Section 3.2).

• It proposes a technique to model the CPID$miss when a
data prefetching mechanism is applied in a microproces-
sor, without requiring a detailed simulator (Section 3.3).

• It describes a technique to analytically model the im-
pact of a limited number of outstanding cache misses
supported by a memory system (Section 3.4).

• It also proposes two novel profiling techniques to better
analyze overlapped data cache misses (Section 3.5).

We evaluate our approach for modeling data prefetching by
using it to predict the performance impact of three different
prefetching strategies and find the average error of our model
is 13.8% versus 50.5% when not using the technique we
propose. As the instruction window of future microprocessors
becomes larger [9], a limited number of Miss Status Holding
Registers (MSHRs) can have a dramatic impact on the per-

1. Our analysis shows that pending data cache hits can significantly impact
model accuracy. However, we note that the prediction error of the CPI due to
long latency data cache misses we report for our baseline modeling technique
(described in Section 2) is in some cases large relative to those reported
in [19]. Our baseline modeling technique is our implementation of the first-
order model described in [19] based upon the details described in that paper
and the follow-on work [18], [20]. We believe the discrepancy is partly due
to our use of a smaller L2 cache size of 128 KB versus 512 KB used in [19],
and partly due to their use of a technique similar to the one we describe in
Section 3.5.1 [32].
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Figure 1. Comparison of CPI component due to long
data cache miss versus modeled result for mcf with
different memory access latencies

formance of the whole system [33]. Our technique reduces
the arithmetic mean of the absolute error of our baseline from
33.6% to 9.5% when the maximum number of outstanding
misses supported is limited. As with earlier hybrid modeling
approaches [19], [18], [20], we find our model is two orders of
magnitude faster than detailed simulations. Our improvement
increase the realism (and hence applicability) of analytical
models for microprocessor designers.

In this paper, we use arithmetic mean of the absolute
error to validate the accuracy of an analytical model, which
we argue is the correct measure since it always reports
the largest error numbers and is thus conservative in not
overstating the case for improved accuracy. Note that we
are interested in averaging the error of the CPI prediction
on different benchmarks, not the average CPI predicted for
an entire benchmark suite, which often allows errors on
individual benchmarks to “cancel out” in a way that suggests
the modeling technique is more accurate than it really is. We
also report the geometric mean and harmonic mean of the
absolute error to allay any concerns that these numbers might
lead to different conclusions. In all cases the improvements
resulting from applying our new modeling techniques are
robust enough that the selection of averaging technique does
not impact our conclusions.

The rest of this paper is organized as follows. Section 2
reviews the first-order model [18], [19], [20]. Section 3
describes how to accurately model the effects of pending
data cache hits, data prefetching, and hardware that supports
a limited number of outstanding data cache misses. Sec-
tion 4 describes the experimental methodology and Section 5
presents and analyzes our results. Section 6 reviews related
work and Section 7 concludes the paper.

2. Background: First-Order Model
Before explaining the details of our techniques introduced

in Section 3, it is necessary to be familiar with the ba-
sics of the first-order model of superscalar microprocessors.
Karkhanis and Smith’s first-order model [19] leverages the
observation that the overall performance of a superscalar
microprocessor can be estimated reasonably well by subtract-
ing the performance losses due to different types of miss-
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Figure 2. Useful instructions issued per cycle (IPC) over
time used in the first order model [19]

events from the processor’s sustained performance under the
absence of miss-events. The miss-events considered include
long latency data cache misses (e.g., L2 cache misses for a
memory system with two-level cache hierarchy), instruction
cache misses, and branch mispredictions.

Figure 2 illustrates this approach. When there are no miss-
events, the performance of the superscalar microprocessor is
approximated by a stable IPC, expressed through a constant
useful instructions issued per cycle (IPC) over time. When
a miss-event occurs, the performance of the processor falls
and the IPC gradually decreases to zero. After the miss-event
is resolved, the decreased IPC ramps up to the stable value
under ideal conditions. A careful analysis of this behavior
leads to the first-order model [19].

While Figure 2 shows that a miss-event occurs only after
the previous miss-events have been resolved, in a real proces-
sor it is possible for different types of miss-events to overlap.
For example, a load instruction can miss in the data cache
a few cycles after a branch is mispredicted. However, it has
been observed (and we confirmed) that overlapping between
different types of miss-events is rare enough that ignoring it
results in negligible error in typical applications [19], [12].

This paper focuses on improving the accuracy of the mod-
eled CPID$miss (i.e., CPI component due to long latency
data cache misses) since it is the component with the largest
error in prior first-order models [18], [19]. Note that short
latency data cache misses (i.e., L1 data cache misses that hit
in the L2 cache in this paper) are not regarded as miss-events
in prior first-order models [18], [19] and they are modeled as
long-execution-latency instructions when modeling the base
CPI. In the rest of this paper, we use the term “cache
misses” to represent long latency data cache misses. As
noted by Karkhanis and Smith [19], the interactions between
microarchitectural events of the same type cannot be ignored.

Our baseline technique for modeling data cache misses,
based upon Karkhanis and Smith’s first-order model [19],
analyzes dynamic instruction traces created by a cache simu-
lator. To differentiate such models, which analyze instruction
traces, from earlier analytical models [8], [23], [1], [26], [16],
[27] that do not, we also refer to them as hybrid analytical
models in this paper. In each profile step, a ROBsize number
of consecutive instructions in the trace are put into the
profiling window (or block) and analyzed, where ROBsize

is the size of the re-order buffer. If all of the loads missing in
the data cache in a profile step are data independent of each
other, they are considered overlapped (i.e., the overlapped
misses have the same performance impact as a single miss).

When data dependencies exist between misses, the maximum
number of misses in the same data dependency chain is
recorded and the execution of all the other misses are modeled
to be hidden under this dependency chain.

In the rest of this paper, num serialized D$miss repre-
sents the sum of the maximum number of misses measured in
any single data dependency chain in a block of instructions,
accumulated over all blocks making up the entire instruction
trace. When all instructions in the trace have been analyzed,
the CPID$miss can be estimated as

CPID$miss =
num serialized D$miss × mem lat

total num instructions
(1)

where mem lat stands for the main memory latency and
total num instructions is the total number of instructions
committed (of any type).

The CPID$miss modeled in Equation 1 often overesti-
mates the actual CPID$miss since out-of-order execution
enables overlap of computation with long latency misses. A
simple solution proposed by Karkhanis and Smith [19] is to
subtract a fixed number of cycles per serialized data cache
miss based upon ROB size to compensate. The intuition for
this compensation is that when a load issues and accesses
the cache, it can be the oldest instruction in the ROB, the
youngest instruction in the ROB, or somewhere in between.
If the instruction is the oldest or nearly the oldest, the perfor-
mance loss (penalty of the instruction) is the main memory
latency. On the other hand, if the instruction is the youngest
or nearly the youngest one in the ROB and the ROB is full,
its penalty can be partially hidden by the cycles required to
drain all instructions before it, and can be approximated as
mem lat− ROBsize

issue width [19]. It has been observed that loads
missing in the cache are usually relatively old when they
issue [19]; and thus, perhaps the simplest (though not most
accurate) approach is to use no compensation at all [19]. The
mid-point of the two extremes mentioned above can also be
used (i.e., a load missing in the cache is assumed to be in the
middle of ROB when it issues), and the numerator in Equa-
tion 1 becomes num serialized D$miss × (mem lat −

ROBsize

2×issue width) [18].

3. Modeling Long Latency Memory Systems

In this section, we describe how we model pending cache
hits, data prefetching, and a limited number of MSHRs.

3.1. Modeling Pending Data Cache Hits

The method of modeling long latency data cache misses
described in Section 2 profiles dynamic instruction traces
generated by a cache simulator [19]. Since a cache simulator
provides no timing information, it classifies the load or store
bringing a block into the cache as a miss and all subsequent
instructions accessing the block before it is evicted as hits.



i1: LD, R1, 0(R2) miss (Block A)

i2: LD, R3, 4(R2) pending hit (Block A)

i3: LD, R4, 0(R3) miss (Block B)

fictitious dependence we model to account for the effect of spatial locality

spatial
locality

Figure 3. An example showing how two data indepen-
dent misses (i1, i3) are connected by a pending hit (i2),
upon which i3 is data dependent.
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Figure 4. Impact of pending data cache hit latency on the
CPI due to long latency cache misses (measured over all
instructions committed from a detailed simulator)

However, the actual latency of many instructions classified
as a hit by a cache simulator is much longer than the cache hit
latency. For example, if there are two close load instructions
accessing data in the same block that is not currently in
the cache, the first load will be classified as a miss by the
cache simulator and the second load as a hit, even though
the data would still be on its way from memory in a real
processor implementation. Therefore, since the second load
is classified as a hit in the dynamic instruction trace, it is
ignored in the process of modeling CPID$miss using the
approach described in Section 2.

More importantly, a significant source of errors results
when two or more data independent load instructions that
miss in the data cache are connected by a third pending data
cache hit. We elaborate what “connected” means using the
simple example in Figure 3. In this example, i1 and i3 are two
loads that miss and they are data independent of each other,
while i2 is a pending hit since it accesses the data in the same
cache block as i1. The model described in Section 2 classifies
i1 and i3 as overlapped and the performance penalty due to
each miss using that approach is estimated as half of the
memory access latency (total penalty is the same as if there
is a single miss). However, this approximation is inaccurate
since i3 is data dependent on the pending data cache hit i2
and i2 gets its data when i1 obtains its data from memory
(i.e., i1 and i2 are waiting for the data from the same block).
Therefore, in the actual hardware, i3 can only start execution
after i1 gets its data from memory although there is no true
data dependence between i1 and either i2 or i3. This scenario
is common since most programs contain significant spatial
locality. The appropriate way to model this situation is to
consider i1 and i3 to be serialized in our analytical model,
even though they are data independent and access distinct
cache blocks.

Figure 4 shows the impact that pending data cache hits
combined with spatial locality have on overall performance

for processors with long memory latencies. The first bar (w/
PH) illustrates measured CPID$miss for each benchmark on
the detailed simulator described in Section 4 and the second
bar (w/o PH) shows the measured CPID$miss when all the
pending data cache hits are simulated as having a latency
equal to the L1 data cache hit latency. From this figure, we
observe that the difference is significant for eqk, mcf , em,
hth [37], and prm.

To model the effects of pending data cache hits analytically,
we first need to identify them without a detailed simulator.
At first, this may seem impossible since there is no timing
information provided by the cache simulator. We tackle this
by assigning each instruction in the dynamic instruction
trace a sequence number in program order and labeling each
memory access instruction in the trace with the sequence
number of the instruction that first brings the memory block
into the cache. Then, when we profile the instruction trace, if
a hit accesses data from a cache block that was first brought
into the cache by an instruction still in the profiling window,
it is regarded as a pending data cache hit.

For every pending hit identified using this approach (e.g.,
i2 in Figure 3), there is a unique instruction earlier in
the profiling window that first brought in the cache block
accessed by that pending hit (e.g., i1 in Figure 3). When we
notice a data dependence between a later cache miss (e.g., i3
in Figure 3) and the pending hit (i2), we model a dependence
between the early miss (i1) and the instruction that is data
dependent on the pending hit (i3) since the two instructions
(i1 and i3) have to execute serially due to the constraints of
the microarchitecture.

3.2. Accurate Exposed Miss Penalty Compensation

While the model described in Section 2 uses a fixed number
of cycles to adjust the modeled CPID$miss, we found that
compensation with a fixed number of cycles (a constant
ratio of the reorder buffer size) does not provide consistently
accurate compensation for all of the benchmarks that we
studied, resulting in large modeling errors (see Figure 10).
To capture the distinct distribution of long latency data cache
misses of each benchmark, we propose a novel compensation
method. The new method is motivated by our observation
that the number of cycles hidden for a load missing in the
cache is roughly proportional to the distance between the load
and the immediately preceding load that missed in the cache
(we define the distance between two instructions to be the
difference between their instruction sequence number). This
is because when a load instruction misses in the cache, most
of the instructions between that load and the immediately
preceding long latency miss are independent of that load.
Therefore, we approximate the latency of the later load that
can be overlapped with useful computation as the time used
to drain those intermediate instructions from the instruction



window, which we estimate as the distance between the two
loads divided by the issue width. When we profile an in-
struction trace, the average distance between two consecutive
loads missing in the cache is also collected and used to adjust
the modeled CPID$miss. If the distance between two misses
exceeds the window size, it is truncated since the miss latency
can be overlapped by at most ROBsize − 1 instructions.

Equation 2, below, shows how the CPID$miss is ad-
justed by subtracting a compensation term, dist

issue width ×
num D$miss, from the numerator in Equation 1.

CPID$miss =
num serialized D$miss × mem lat − comp

total num instructions

comp = (
dist

issue width
× num D$miss) (2)

Here dist is the average distance between two consecutive
loads that miss in the cache and the term dist

issue width repre-
sents the average number of cycles hidden for each cache
miss. The product of this term and the total number of
loads missing in the cache (num D$miss) becomes the total
number of cycles used to compensate for the overestimation
of the baseline profiling method.

3.3. Modeling Data Prefetching

Data prefetching is a technique to bring data from mem-
ory into the cache before it is required so as to hide (or
partially hide) long memory access latency. Many hardware
data prefetching strategies have been proposed before [2],
[14], [17], [30]. In this section, we demonstrate how to
extend our model described in Section 3.1 to estimate the
CPID$miss when a data prefetching technique is employed
without running detailed simulations.

To model the CPID$miss when a particular prefetching
method is applied, a cache simulator implementing that
prefetching method is needed to generate a dynamic in-
struction trace. While this does require some coding, we
found that the resulting analytical model obtains very accurate
results and is two orders of magnitude faster than detailed
simulations. As described in Section 3.1, when a cache
simulator generates an instruction trace, each memory access
instruction in the trace is labeled with the sequence number
of the instruction that first brought the data into the cache. If
the data required by a load was brought into the cache by a
prefetch, then the load is labeled with the sequence number
of the previous instruction that triggered the prefetch.

Recall that, when no prefetching mechanism is applied, an
instruction trace generated by a cache simulator is divided
into blocks of instructions and each block is analyzed in a
profile step. In each profile step, the maximum number of
loads that are in a dependence chain and miss in the cache is
recorded. However, when an effective prefetching method is
implemented, many loads that would have missed in the cache

become hits. To be more specific, many of them become
pending hits given that some of the prefetches cannot fully
hide the memory access latency. We found that to accurately
model prefetch performance, it is necessary to approximate
the timeliness of the prefetches and consequently the latencies
of these pending hits relatively accurately.

Figure 5 illustrates how we analyze a pending hit in an
instruction trace when a particular prefetching mechanism is
applied. Here a pending hit can either be due to a prefetch
or a demand miss and, in both cases, it is analyzed using
the algorithm in Figure 5. For each pending hit (crntInst
in Figure 5), we find the instruction (prevInst in Fig-
ure 5) that brought crntInst’s required data into the
cache. We approximate crntInst’s latency based upon the
observation that typically the further prevInst is from
crntInst, the more latency of crntInst can be hidden.
The hidden latency of crntInst is estimated as the number
of instructions between crntInst and prevInst divided
by the issue width of the microprocessor being modeled.
Note that we employ the approximation of ideal CPI equal to
1/issueWidth in this calculation. Then, crntInst’s latency
is estimated as the difference between the memory access
latency and the hidden latency, or zero if the memory latency
is completely hidden. This latency is in cycles, and we
normalize it by dividing it by the main memory latency since
the accumulated num serialized D$miss after each profile
step is represented in units of main memory latency.

The part of the code marked B in Figure 5 models a signif-
icant phenomenon (late or tardy prefetches) that we observed
in our study of various hardware prefetching mechanisms.
Since the instruction trace being analyzed is generated by a
cache simulator that is not aware of the out-of-order execution
of the superscalar microprocessor being modeled, a pending
hit due to prefetching indicated by the cache simulator is often
actually a miss during out-of-order execution. Figure 6 shows
a simplified example illustrating how this may happen. In
this example, there are eight instructions and they are labeled
from i1 to i8 in program order. Figure 6 shows the data
dependency graph constructed during profiling according to
an instruction trace generated by a cache simulator assuming
the pseudo-code marked B in Figure 5 is not included. In
Figure 6, i1 and i5 are loads missing in the data cache
(represented by the shaded circles) and i6 triggers a prefetch
that brings the data accessed by a load i8 into the cache
when i6 issues (represented by the broken line arrow labeled
“prefetch” from i6 to i8). For each instruction, the longest
normalized length of the data dependency chain up to and
including that instruction is shown (in units of main memory
latency). For example, “i3.length=1” above i3 in Figure 6
means that it takes one memory access latency from when i1
(the first instruction in the profile step) issues until i3 finishes
execution since i3 is data dependent on i1, which missed in
the cache. Since i8 is a pending hit (represented by the circle



if ( the instruction (crntInst) is a pending hit (e.g., i8 in Fig 6) ) {
find the most recent instruction (prevInst) in profiling window (e.g., i6 in Fig 6) that brings crntInst’s required data into the cache

crntInst.lat = max(memLat - (crntInst.iseq – prevInst.iseq) / issueWidth, 0)    // calculate the latency of the current instruction 
crntInst.lat = crntInst.lat / memLat // normalize the crntInst.lat to the memory latency 

crntInst.length = max(inst.length) where inst is an instruction on which crntInst directly depends 
(true data dependency exists, e.g., i7 i8 in Fig 6)

if (crntInst.length < prevInst.length – prevInst.lat) {
crntInst.length = critInst.length + 1
crntInst.lat = 1

} else {
accmLength = prevInst.length – prevInst.lat + crntInst.lat
if (accmLength > crntInst.length) {

crntInst.lat = accmLength – crntInst.length
crntInst.length = accmLength

}
else

crntInst.lat = 0
}

}

Notation
crntInst: the current instruction being analyzed
prevInst: the instruction bringing the data required

by the current instruction into the cache
crntInst.iseq: the instruction sequence number of 

the current instruction
issueWidth: the issue width of the microprocessor
memLat: the memory access latency
crntInst.lat: the normalized time interval between 

the issue and the writeback of the 
current instruction 

crntInst.length:  the normalized length of the data
dependency chain up to the current 
instruction 

C

B

A

timely
prefetch

tardy
prefetch

estimated hidden latency

Figure 5. Algorithm for analyzing a pending hit in an instruction trace when a prefetching mechanism is applied
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i5.length = 2 i6.length = 2 

i7.length = 1 i8.length =  2 + i8.lat 

prefetch

should be 1+i8.lat 

Figure 6. An example motivating Figure 5 part B

filled with hatching) and the associated prefetch is started
when i6 issues, i8.length is calculated, without B, as the sum
of i6.length and i8.lat, where i8.lat is estimated in part A in

Figure 5 as memLat− i8.iseq−i6.iseq
issueW idth

memLat . In this example, i8.lat is
almost equal to 1.0 since i8 is very close to i6.

Although the data accessed by i8 is regarded as being
prefetched by the algorithm in Figure 5 without B, i8 is
actually (as determined by detailed simulation) a miss rather
than a pending hit due to out-of-order execution. In Figure 6,
we observe that i6.length is bigger than i7.length. Therefore,
before i6 (e.g., a load instruction) issues (and hence triggers
a hardware generated prefetch), i8 has already issued and
missed in the data cache. Thus, the prefetch provides no
benefit. The code marked B in Figure 5 accurately takes
account of this significant effect of out-of-order scheduling by
checking if crntInst (i8) issues before the prefetch is triggered.
We observed that removing part B in Figure 5 increases the
average error for the three prefetching techniques that we
model from 13.8% to 21.4% while adding part B slows our
model by less than 2%.

An example in Figure 7 shows how the part of code marked
C in Figure 5 models the case when a useful prefetch occurs
in out-of-order execution (i.e., a prefetch which lowers CPI).
In Figure 7, only nine relevant instructions are shown out
of the 256 instructions included in a profile step (assuming

i86

i2

i3 i4

i83

i84

i85 i245

i1

i1.length = 1 

i2.length = 0 

i3.length = 1 

i4.length = 2

i84.length = 2 

i85.length = 2 

i86.length = 2 

i245.length = 2.8 

i83.length = 2 prefetch

prefetch

Figure 7. An example explaining Figure 5 part C

ROBsize is 256). Among these nine instructions, i1 and i4 are
loads that miss in the data cache and both i3 and i85 trigger
prefetches, making i83 and i245, respectively, pending hits.
The number of cycles hidden in the prefetch triggered by i3 is
estimated as i83.iseq−i3.iseq

issueWidth = 83−3
4 = 20 (when issue width

is four), and then the remaining latency after normalization is
calculated as memLat−20

memLat = 0.9 (we assume throughout our
examples that memory access latency is 200 cycles). How-
ever, since i83 is data dependent of i4 and i4.length=2, when
i83 issues, its prefetched data has already arrived at the data
cache and its real latency becomes zero (this case corresponds
to the “else part” inside of part C in Figure 5). The number
of cycles hidden by the prefetch for i245 is estimated (from
part A in Figure 5) as i245.iseq−i85.iseq

issueWidth = 245−85
4 = 40 with

remaining normalized latency of memLat−40
memLat = 0.8. Since

the instruction triggering the prefetch (i85) and the instruction
that i245 directly depends on (i86) finish execution around the
same time (i.e., i85.length=i86.length), i245.length becomes
2.8 and i245.lat becomes 0.8 (this case corresponds to the “if
part” inside of part C in Figure 5).

3.4. Modeling a Limited Number of MSHRs

The method of analytically modeling the CPI due to long
latency data cache misses described in Section 2 assumes that
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Figure 8. An example showing profiling with ROBsize =
8 and NMSHR = 4. Each arrow corresponds to a
dynamic instruction in the trace. Data cache misses
are filled with patterns. Corresponding data dependency
graph is shown to the right.

at most ROBsize cache misses can be overlapped. However,
this assumption is unreasonable for most modern processors
since the maximum number of outstanding cache misses the
system supports is limited by the number of Miss Status
Holding Registers (MSHRs) [21], [13], [3] in the processor.
In a real processor, the issue of memory operations to the
memory system has to stall when available MSHRs run out.

Based upon the technique described in Section 2, the pro-
filing window with the same size as the instruction window
is always assumed to be full when modeling CPID$miss. In
order to model a limited number of outstanding cache misses,
we need to refine this assumption. During a profile step, we
first stop putting instructions into the profiling window when
the number of instructions that miss in the data cache and
have been analyzed is equal to NMSHR (number of MSHRs)
and then update num serialized D$miss only based upon
those instructions that have been analyzed to that point2.

Figure 8 illustrates how the profiling technique works when
the number of outstanding cache misses supported is limited
to four. Once we encounter NMSHR (four) cache misses
in the instruction trace (i.e., i1, i2, i4, and i6), the profile
step stops and num serialized D$miss is updated (i.e., the
profiling window is made shorter). In the example, the four
misses are data independent of each other (and not connected
with each other via a pending hit as described in Section 3.1),
thus num serialized D$miss is incremented by only one.
Although i7 also misses in the cache, it is included in the
next profile step since all four MSHRs have been used.

3.5. Profiling Window Selection

In this section, we present two important refinements to
the profiling technique described in Section 2 (which we
will refer to hereafter as plain profiling) to better model the
overlapping between cache misses.

2. In real execution, cache misses that are regarded as not present in
the profiling window simultaneously due to lack of available MSHRs could
actually be in the instruction window simultaneously. Reducing the profiling
window size only approximates the performance loss due to a limited number
of MSHRs. We leverage this observation in Section 3.5.2.

1st profile step 

i1 i2 i3 i4 i5 i6 i7 i8 i9 i10 i11 i12 i13 i14

2nd profile step 

(a) Plain Profiling

i9 i10i1 i2 i3 i4 i5 i6 i7 i8 i11 i12 i13 i14

A profile step starts with a miss 

(b) SWAM Profiling

Figure 9. An example comparing plain profiling and
SWAM profiling with ROBsize = 8. Each arrow is a
dynamic instruction. Data cache misses are shaded.

3.5.1. Start-with-a-miss (SWAM) Profiling. We observe
that often the plain profiling technique described in Section 2
does not account for all of the cache misses that can be
overlapped, due to the simple way in which it partitions an
instruction trace. Figure 9(a) shows a simple example. In
this example, we assume that all the cache misses (shaded
arrows) are data independent of each other for simplicity.
Using the profiling approach described in Section 2, a profile
step starts at pre-determined instructions (for example, i1,
i9, i17..., when ROBsize is eight). Therefore, although the
latency of i5, i7, i9, and i11 can be overlapped, the plain
profiling technique does not account for this.

By making each profile step start with a cache miss, we
find that the accuracy of the model improves significantly.
Figure 9(b) illustrates this idea. Rather than starting a profile
step with i1, we start a profile step with i5, so that the
profiling window will include i5 to i12. Then, the next profile
step will seek and start with the first cache miss after i12. We
call this technique start-with-a-miss (SWAM) profiling and in
Section 5.1 we will show that it decreases the error of plain
profiling from 29.3% to 10.3% with unlimited MSHRs.

We explored a sliding window approximation (start each
profile window on a successive instruction of any type),
but found it did not improve accuracy while begin slower.
SWAM improves modeling accuracy because it more accu-
rately reflects what the contents of the instruction window of
a processor would be (a long latency miss would block at the
head of the ROB).

3.5.2. Improved SWAM for Modeling a Limited Number
of MSHRs (SWAM-MLP). The technique for modeling
MSHRs proposed in Section 3.4 can be combined with
SWAM to better model the performance when the number of
outstanding cache misses supported by the memory system is
limited. The basic idea is to have each profile step start with
a miss and finish either when the number of instructions that
have been analyzed equals the size of the instruction window
or when the number of cache misses that have already
been analyzed equals the total number of MSHRs. However,
choosing a profiling window independent of whether a cache
miss is data dependent on other misses (or connected to other



Table 1. Microarchitectural Parameters
Machine Width 4

ROB Size 256
LSQ Size 256

L1 D-Cache 16KB, 32B/line, 4-way, 2-cycle latency
L2 Cache 128KB, 64B/line, 8-way, 10-cycle latency

Memory Latency 200 cycles

misses via pending hits as described in Section 3.1) leads
to inaccuracy because data dependent cache misses cannot
simultaneously occupy an MSHR entry.

To improve accuracy further, we stop a profile step when
the number of cache misses that are data independent of
misses that have been analyzed in the same profile step (rather
than the number of cache misses being analyzed) equals the
total number of MSHRs. In the rest of this paper we call this
technique SWAM-MLP since it improves SWAM by better
modeling memory level parallelism. When a miss depends
on an earlier miss in the same profiling window, the later
miss cannot issue until the earlier one completes and SWAM-
MLP improves model accuracy because it takes into account
that out-of-order execution can allow another independent
miss that is younger than both of the above misses to issue.
Therefore, the number of instructions that miss in the data
cache and that should be analyzed in a profile step should,
in this case, be more than the total number of MSHRs.

4. Methodology

To evaluate our analytical model, we have modified Sim-
pleScalar [5] to simulate the performance loss due to long
latency data cache misses when accounting for a limited
number of MSHRs. We compare against a cycle accurate
simulator rather than real hardware to validate our models
since a simulator provides insights that would be challenging
to obtain without changes to currently deployed superscalar
performance counter hardware [12]. We believe the most im-
portant factor is comparing two or more competing (hybrid)
analytical models against a single detailed simulator provided
the latter captures the behavior one wishes to model ana-
lytically. Table 1 describes the microarchitectural parameters
used in this study. Note we are focusing on predicting only
the CPI component for data cache misses using our model.
We verified that the CPI contribution due to overlapping
miss events is small for our benchmarks with realistic branch
prediction and instruction caches [7] so our comparisons in
Section 5 is to a detailed cycle accurate simulator in which
instruction cache misses have the same latency as hits and
all branches are predicted perfectly. In the rest of this paper,
we focus on how to accurately predict CPID$miss, which is
the performance loss due to long latency data cache misses
when both branch predictor and instruction cache are ideal
(this is the same methodology applied to model CPID$miss

described in [19]).

Table 2. Benchmarks
Benchmark Label Miss rate Suite
173.applu app 31.1MPKI SPEC 2000
179.art art 117.1MPKI SPEC 2000
183.equake eqk 15.9MPKI SPEC 2000
189.lucas luc 13.1MPKI SPEC 2000
171.swim swm 23.5MPKI SPEC 2000
181.mcf mcf 90.1MPKI SPEC 2000
em3d em 74.7MPKI OLDEN
health hth 45.7MPKI OLDEN
perimeter prm 18.7MPKI OLDEN
470.lbm lbm 17.5MPKI SPEC 2006

To evaluate the technique proposed in Section 3.3 for
estimating the CPID$miss when a prefetching mechanism
is applied, we have applied our modeling techniques to
predict the performance benefit of three different prefetching
mechanisms: prefetch-on-miss [30], tagged prefetch [14], and
stride prefetch [2]. When prefetch-on-miss [30] is applied,
an access to a cache block that results in a cache miss will
initiate a prefetch for the next sequential block in memory
given that the block is not in the cache. The tagged prefetch
mechanism [14] adds a tag bit to each cache block to indicate
whether the block was demand-fetched or prefetched. When
a prefetched block is referenced, the next sequential block
is prefetched if it is not in the cache. The stride prefetch
technique [2] uses a reference prediction table (RPT) to
detect address referencing patterns. Each entry in the RPT
is assigned a state and a state machine is applied to control
the state of each entry. Whether a prefetch is initialized or
not depends on the current state of the entry [2]. In this study,
we modeled a 128-entry, 4-way RPT that is indexed by the
microprocessor’s program counter (PC).

To stress our model, we simulate a relatively small L2
cache compared to contemporary microprocessors. We note
that the size of the L2 cache that we simulated is close in
size to those employed in microprocessors shipped at the time
when those benchmarks we use were released. The bench-
marks chosen are ones from SPEC 2000 [31] and OLDEN [6]
that have at least 10 long latency data cache misses for every
1000 instructions simulated (10MPKI). Table 2 illustrates
the miss rates of these benchmarks and the labels used to
represent them in figures. Moreover, for each benchmark, we
select 100M representative instructions to simulate using the
Sim-Point toolkit [29].

5. Results
This section summarizes our experimental results.

5.1. Modeling Pending Data Cache Hits
Section 2 describes prior proposals for compensating for

the overestimation of modeled penalty cycles per serialized
miss using a fixed number of cycles. Figure 10(a) and
Figure 10(b) illustrate the modeled results after compensation
with constant cycles both without, and with the pending



hit compensation technique described in Section 3.1, re-
spectively. In these two figures, we show results using five
different constant compensation factors. The first bar (oldest)
corresponds to the assumption that an instruction that misses
in the cache is always the oldest one in the instruction window
when it issues (accesses the first level cache). The second
bar (1/4) corresponds to the assumption that there are always
1
4ROBsize = 64 in-flight instructions older than a cache miss
when it issues and it is similar to the next two bars, (1/2) and
(3/4). The fifth bar (youngest) corresponds to the assumption
that there are always ROBsize − 1 older instructions in the
window when the instruction issues (i.e., the instruction is
always the youngest one in the window when it issues).
The last bar (actual) shows the simulated penalty cycles per
cache miss from cycle accurate simulation. From this data, we
observe that there is no one fixed cycle compensation method
that performed consistently the best for all of the benchmarks
we studied. For example, in Figure 10(a) we observe that
error is minimized using “youngest” for app, art, luc, swm,
and lbm, but minimized using “oldest” for em, mcf, and
hth, while, eqk and prm requires something in-between. The
harmonic mean for each fixed cycle compensation method is
also shown and we notice that, due to the fact that positive
and negative errors cancel out, the harmonic means of some
fixed cycle compensation methods appear close to the detailed
simulation results. However, it is important to recognize that
their accuracy on individual benchmarks is quite poor. By
using the fixed cycle compensation method, we find that the
smallest arithmetic mean of absolute error is 43.5% when not
modeling pending hits and 26.9% when modeling pending
hits, resulting when employing “youngest” compensation.

To account for the distinct behavior of each benchmark,
we use the average distance between two consecutive cache
misses to compensate for the overestimation of the modeled
extra cycles due to long latency data cache misses as de-
scribed in Section 3.2. Figure 11(a) compares the CPID$miss

for both the plain profiling technique described in Section 2
and the start-with-a-miss (SWAM) profiling technique de-
scribed in Section 3.5.1 (with pending hits modeled) to the
results from detailed simulation. The first bar (Plain w/o
comp) and the third bar (SWAM w/o comp) correspond to
the modeled results without any compensation; the second bar
(Plain w/ comp) and the fourth bar (SWAM w/ comp) are the
modeled results with the compensation technique described
in Section 3.2.

Figure 11(a) and Figure 11(b) show that for benchmarks
with heavy pointer chasing such as mcf , em3, and hth,
ignoring the effects of pending data cache hits results in
a dramatic underestimate for CPID$miss. As discussed in
Section 3.1, the reason for this is that many data independent
misses are connected by pending cache hits, which must be
appropriately modeled. Moreover, as we expect, SWAM pro-
filing is more accurate than plain profiling since it can capture
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(b) Modeling pending data cache hits

Figure 10. Penalty cycles per miss with fixed num-
ber of cycles compensation for plain profiling (Unlimited
MSHRs)

more overlapping data cache misses. Figure 11(b) illustrates
the error of each modeling technique after compensation.
From Figure 11(b) we observe that the arithmetic mean of
the absolute error (mean) decreases from 39.7% to 29.3%
when modeling pending cache hits. We also observe from
Figure 11(b) that the arithmetic mean of the absolute error for
SWAM profiling when pending data cache hits are modeled
(SWAM w/ PH) is about 3.9 times lower than plain profiling
when pending hits are not modeled (Plain w/o PH): the
arithmetic mean of the absolute error decreases from 39.7%
to 10.3%. Geometric mean of the absolute error decreases
from 26.4% to 8.2%, and harmonic mean of the absolute
error decreases from 15.3% to 6.9%. Accuracy also improves,
and not just for “micro-benchmarks” [37]: In Figure 11(b),
comparing “Plain w/o PH” to “SWAM w/ PH”, we find
that, on average, the arithmetic mean of the absolute error
decreases from 31.6% to 9.1% for the five SPEC 2000
benchmarks excluding mcf .

5.2. Modeling Different Prefetching Techniques

In this section, we evaluate CPID$miss when modeling
the three prefetching techniques mentioned in Section 4
(with unlimited MSHRs). Figure 12(a) compares the actual
CPID$miss to the modeled one for the three prefeching
methods. For each prefetching method, both the prediction
when each pending hit is analyzed according to the algorithm
described in Figure 5 (labeled “w/ PH”) and the prediction
when pending hits are treated as normal hits (labeled with
“w/o PH”) are shown. We use SWAM in both cases. When
employing the algorithm in Figure 5, we apply SWAM as
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Figure 11. CPI due to D$miss and modeling error for
different profiling techniques (Unlimited MSHRs)

follows: When we analyze the trace we let each profile step
start with a miss or a hit due to a prefetch. The latter refers to
a demand request whose data was brought into the data cache
by a previous prefetch (we start with it since its latency may
not be fully hidden and thus it may stall commit). Figure 12(b)
shows the error of the model for each benchmark.

From Figure 12(b) we observe that if pending hits are not
appropriately modeled (i.e., a pending hit is simply treated as
a hit and not analyzed based upon the algorithm in Figure 5),
the modeled CPID$miss always underestimates the actual
CPID$miss. The reason is that with a prefetching technique
applied, a large fraction of the misses occurring when there
is no prefetching become pending hits since prefetches gen-
erated by that prefetching technique cannot fully hide the
memory access latency of those misses. By using the method
of analyzing pending hits that we propose in Section 3.3 to
model prefetching, the arithmetic mean of the absolute error
decreases from 22.2% to 10.7% for prefetch-on-miss, from
56.4% to 9.4% for tagged prefetch technique, and from 72.9%
to 21.3% for stride prefetch technique (i.e., the arithmetic
mean of the absolute error decreases from 50.5% to 13.8%
overall for the three data prefetching techniques modeled).

5.3. Modeling Limited Number of MSHRs
All of the results that we have seen thus far are for

modeling a processor with an unlimited number of MSHRs.
This section compares modeled CPID$miss when the number
of available MSHRs is limited. Figure 13(a), (b), and (c)
compare the modeled CPID$miss to the simulated results
when the maximum number of MSHRs in a processor is
sixteen, eight, and four, respectively. We show data for eight
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(a) CPI due to D$miss with different prefetching techniques
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Figure 12. CPI due to D$miss and modeling error while
prefetch-on-miss (POM), tagged prefetch (Tag), or stride
prefetch (Stride) technique is applied.

MSHRs and four MSHRs since we note that Prescott has only
eight MSHRs [4] and Williamette has only four MSHRs [15].
For each benchmark, the first bar (Plain w/o MSHR) shows
the modeled CPID$miss from plain profiling (i.e., it is not
aware that there are a limited number of MSHRs and always
provides the same result for each benchmark) and the second
bar (Plain w/ MSHR) shows the modeled CPID$miss from
plain profiling with the technique of modeling a limited
number of MSHRs (Section 3.4) included. The third and the
fourth bar illustrates the modeled CPID$miss from SWAM
(Section 3.5.1) and SWAM-MLP (Section 3.5.2), respectively.
For these four profiling techniques, pending hits are modeled
using the method described in Section 3.1. The modeling
error based on the data in Figure 13(a)–(c) is illustrated in
Figure 14(a)–(c).

SWAM-MLP is consistently better than SWAM. We ob-
serve that as the total number of MSHRs decreases, the
advantage of SWAM-MLP over SWAM becomes significant,
especially for eqk, mcf , em, and hth, for which it is
more likely to have data dependence among cache misses
thus affecting the size of the profiling window that SWAM-
MLP chooses. SWAM decreases the arithmetic mean of the
absolute error from 32.6% (Plain w/o MSHR) to 9.8%,
from 32.4% to 12.8%, and from 35.8% to 23.2%, when the
number of MSHRs is sixteen, eight, and four, respectively3.

3. Geometric mean is reduced from 19.4% to 7.4%, from 21.5% to 9.7%,
and from 21.8% to 10.9%; harmonic mean is reduced from 8.5% to 5.8%,
from 14.5% to 7.0%, and from 10.2% to 5.1%



0
1
2
3
4
5
6
7
8
9

app art eqk luc swm mcf em hth prm lbm HM

C
P

I d
u

e 
to

 D
$m

is
s

Plain w/o MSHR Plain w/ MSHR SWAM
SWAM-MLP actual

(a) NMSHR = 16

0
1
2
3
4
5
6
7
8
9

app art eqk luc swm mcf em hth prm lbm HM

C
P

I d
u

e 
to

 D
$m

is
s

Plain w/o MSHR Plain w/ MSHR SWAM
SWAM-MLP actual

(b) NMSHR = 8
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(c) NMSHR = 4

Figure 13. CPI due to D$miss for NMSHR = 16, NMSHR = 8, and NMSHR = 4.
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Figure 14. Error of the modeled CPID$miss for NMSHR = 16, NMSHR = 8, and NMSHR = 4.

SWAM-MLP further decreases the error to 9.3%, 9.2%, and
9.9%4 (i.e., SWAM-MLP decreases the error of plain profiling
(Plain w/o MSHR) from 33.6% to 9.5% when the number of
MSHRs is limited). Note that accuracy improves not only for
pointer-chasing benchmarks: For the SPEC 2000 benchmarks
excluding mcf , average error reduces from 48.1% to 7.0%
comparing Plain w/o MSHR to SWAM-MLP.

5.4. Putting It All Together

We also evaluated the combination of the techniques
for modeling prefetching (Section 3.3) and SWAM-MLP to
model the performance of the three prefetching methods
with limited MSHRs. On average, the error of modeling
prefetching is 15.2%, 17.7%, and 20.5%, when the number
of MSHRs is sixteen, eight, and four, respectively (average
of 17.8% across all three prefetch methods).

5.5. Speedup of the Hybrid Analytical Model
One of the most important advantages of the hybrid analyti-

cal model we present in this paper versus detailed simulations
is its fast speed of analysis. On average our model is 150, 156,
170, and 229 times faster than the detailed simulator when
the number of MSHRs is unlimited, sixteen, eight, and four,
respectively, with a minimum speedup of 91×. Moreover,
for estimating the performance impact of prefetching, on
average our model is 184, 185, 215, and 327 times faster
than the detailed simulator when the number of MSHRs
is unlimited, sixteen, eight, and four, respectively, with a

4. Geometric mean of the absolute error is 6.5%, 6.7%, 5.2%, and
harmonic mean of the absolute error is 4.6%, 5.2%, 3.3%, when the number
of MSHRs is sixteen, eight, and four, respectively.

minimum speedup of 87×. These speedups were measured
on a 2.33 GHz Intel Xeon E5345 processor.

6. Related Work
There exist many analytical models proposed for super-

scalar microprocessors [24], [25], [26], [28]. A common
limitation of early models is that they assume a perfect data
cache. As the gap between memory and microprocessor speed
increases, data cache misses must be properly modeled to
achieve reasonable accuracy.

Agarwal et al. [1] present an analytical cache model
estimating cache miss rate given cache parameters. However,
in a superscalar, out-of-order execution microprocessor, the
cache miss rate itself is not enough to predict the real perfor-
mance of the program analyzed. Jacob et al. [16] propose an
analytical memory model that applies a variational calculus
approach to determine a memory hierarchy optimized for the
average access time given a fixed hardware budget with an
(implicit) assumption that memory level parallelism does not
occur. Noonburg and Shen present a superscalar micropro-
cessor Markov chain model [27] that does not model long
memory latency. The first-order model proposed by Karkhanis
and Smith [19] is the first to attempt to account for long
latency data cache misses. Our analytical model improves
the accuracy of our re-implementation of their technique
described in Section 2 (based upon details available in the
literature) by modeling pending data cache hits, and extends
it to estimate the performance impact of data prefetching
techniques and a limited number of outstanding cache misses.

Some earlier work has investigated the performance impact
increasing the number of MSHRs using detailed simula-



tions [13], [3]. The hybrid analytical model that we propose
can be used to estimate the performance impact of a limited
number of MSHRs without requiring a detailed simulator.

Concurrent with our work, Eyerman proposed an approach
similar to SWAM described in Section 3.5.1, except that the
profile window slides to begin with each successive long
latency miss [11]. Reportedly, a pending hit compensation
mechanism was used [22].

7. Conclusions
In this paper, we proposed and evaluated several improve-

ments to an existing analytical performance model for su-
perscalar processors. We showed the importance of properly
modeling pending data cache hits and proposed a technique
to accurately model their performance impact, while not
requiring a performance simulator. We then extended this
model to estimate the performance of a microprocessor when
an arbitrary data prefetching method is applied. Moreover,
we proposed a technique to quantify the impacts of a limited
number of MSHRs. Overall, the techniques we introduced in
this paper can reduce the modeling error of our baseline from
39.7% to 10.3% for a set of memory intensive benchmarks.
The average error of our model is 13.8% when modeling
several prefetching strategies and 9.5% when modeling a
limited number of supported outstanding cache misses.

Acknowledgment
We would like to thank Tejas Karkhanis, Lieven Eeckhout,

Ali Bakhoda, Wilson Fung, Johnny Kuan, Andrew Turner,
Henry Wong, George Yuan, and the anonymous reviewers for
their valuable comments on this paper. This work was partly
supported by the Natural Sciences and Engineering Research
Council of Canada.

References

[1] A. Agarwal, M. Horowitz, and J. Hennessy. An Analytical Cache
Model. TOCS, 7(2):184–215, 1989.

[2] J.-L. Baer and T.-F. Chen. An Effective On-chip Preloading Scheme
to Reduce Data Access Penalty. In SC, pages 176–186, 1991.

[3] S. Belayneh and D. R. Kaeli. A discussion on non-blocking/lockup-free
caches. SIGARCH Comput. Archit. News, 24(3):18–25, 1996.

[4] D. Boggs, A. Baktha, J. Hawkins, D. T. Marr, J. A. Miller, P. Roussel,
R. Singhal, B. Toll, and K. Venkatraman. The Microarchitecture of
the Intel R© Pentium R© 4 Processor on 90nm Technology. Intel R©
Technology Journal, 8(1), 2004.

[5] D. Burger and T. M. Austin. The SimpleScalar Tool Set, Version 2.0.
SIGARCH Computer Architecture News, 25(3):13–25, 1997.

[6] M. C. Carlisle. Olden: Parallelizing Programs with Dynamic Data
Structures on Distributed-Memory Machines. PhD thesis, Princeton
University, June 1996.

[7] X. E. Chen and T. M. Aamodt. An improved analytical superscalar
microprocessor memory model. In 4th Workshop on Modeling, Bench-
marking and Simulation (MoBS 2008), pages 7–16, June 2008.

[8] C. K. Chow. On Optimization of Memory Hierarchies. IBM J. Res.
Dev., (2):194–203, 1974.

[9] A. Cristal, O. Santana, M. Valero, and J. F. Martı́nez. Toward Kilo-
instruction Processors. ACM TACO, 1(4):389–417, 2004.

[10] J. Emer, P. Ahuja, E. Borch, A. Klauser, C.-K. Luk, S. Manne, S. S.
Mukherjee, H. Patil, S. Wallace, N. Binkert, R. Espasa, and T. Juan.
Asim: A Performance Model Framework. IEEE Computer, 35(2):68–
76, 2002.

[11] S. Eyerman. Analytical Performance Analysis and Modeling of Super-
scalar and Multi-threaded Processors. PhD thesis, Ghent, 2008.

[12] S. Eyerman, L. Eeckhout, T. S. Karkhanis, and J. E. Smith. A Perfor-
mance Counter Architecture for Computing Accurate CPI Components.
In ASPLOS-XII, pages 175–184, 2006.

[13] K. I. Farkas, N. P. Jouppi, and P. Chow. How useful are non-
blocking loads, stream buffers and speculative execution in multiple
issue processors? In HPCA-1, page 78, 1995.

[14] J. D. Gindele. Buffer Block Prefetching Method. IBM Technical
Disclosure Bulletin, 20(2):696–697, 1977.

[15] G. Hinton, D. Sager, M. Upton, D. Boggs, D. Carmean, A. Kyker,
and P. Roussel. The Microarchitecture of the Pentium R© 4 Processor.
Intel R© Technology Journal, 5(1), 2001.

[16] B. L. Jacob, P. M. Chen, S. R. Silverman, and T. N. Mudge. An
Analytical Model for Designing Memory Hierarchies. IEEE Trans.
Computer, 45(10):1180–1194, 1996.

[17] N. P. Jouppi. Improving Direct-mapped Cache Performance by the
Addition of a Small Fully-associative Cache and Prefetch Buffers. In
ISCA-17, pages 364–373, 1990.

[18] T. S. Karkhanis. Automated Design of Application-specific Superscalar
Processors. PhD thesis, University of Wisconsin, 2006.

[19] T. S. Karkhanis and J. E. Smith. A First-order Superscalar Processor
Model. In ISCA-31, pages 338–349, 2004.

[20] T. S. Karkhanis and J. E. Smith. Automated Design of Application
Specific Superscalar Processors: An Analytical Approach. In ISCA-34,
pages 402–411, 2007.

[21] D. Kroft. Lockup-free Instruction Fetch/Prefetch Cache Organization.
In ISCA-8, pages 81–87, 1981.

[22] Lieven Eeckhout. Personal Communication. Sept, 2008.
[23] J. E. MacDonald and K. L. Sigworth. Storage Hierarchy Optimization

Procedure. IBM J. Res. Dev., 19(2):133–140, 1975.
[24] P. Michaud, A. Seznec, and S. Jourdan. Exploring Instruction-Fetch

Bandwidth Requirement in Wide-issue Superscalar Processors. In
PACT, pages 2–10, 1999.

[25] P. Michaud, A. Seznec, and S. Jourdan. An Exploration of Instruction
Fetch Requirement in Out-of-Order Superscalar Processors. Int’l
Journal of Parallel Programming, 29(1):35–38, 2001.

[26] D. B. Noonburg and J. P. Shen. Theoretical Modeling of Superscalar
Processor Performance. In MICRO-27, pages 52–62, 1994.

[27] D. B. Noonburg and J. P. Shen. A Framework for Statistical Modeling
of Superscalar Processor Performance. In HPCA-3, pages 298–309,
1997.

[28] D. J. Ofelt. Efficient Performance Prediction for Modern Microproces-
sors. PhD thesis, Stanford University, 1999.

[29] T. Sherwood, E. Perelman, G. Hamerly, and B. Calder. Automatically
Characterizing Large Scale Program Behavior. In ASPLOS-X, pages
45–57, 2002.

[30] A. J. Smith. Cache Memories. ACM Computing Surveys, 14(3):473–
530, 1982.

[31] Standard Performance Evaluation Corporation. SPEC CPU2000 bench-
marks. http://www.spec.org.

[32] Tejas S. Karkhanis. Personal Communication. Sept., 2008.
[33] J. Tuck, L. Ceze, and J. Torrellas. Scalable Cache Miss Handling for

High Memory-Level Parallelism. In MICRO-39, pages 409–422, 2006.
[34] M. Vachharajani, N. Vachharajani, D. A. Penry, J. A. Blome, and D. I.

August. Microarchitectural Exploration with Liberty. In MICRO-35,
pages 271–282, 2002.

[35] R. E. Wunderlich, T. F. Wenisch, B. Falsafi, and J. C. Hoe. SMARTS:
Accelerating Microarchitecture Simulation via Rigorous Statistical
Sampling. In ISCA-30, pages 84–97, 2003.

[36] J. J. Yi, L. Eeckhout, D. J. Lilja, B. Calder, L. K. John, and J. E. Smith.
The Future of Simulation: A Field of Dreams. Computer, 39(11):22–
29, 2006.

[37] C. B. Zilles. Benchmark health considered harmful. SIGARCH Comput.
Archit. News, 29(3):4–5, 2001.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo false
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /AbadiMT-CondensedLight
    /ACaslon-Italic
    /ACaslon-Regular
    /ACaslon-Semibold
    /ACaslon-SemiboldItalic
    /AdobeArabic-Bold
    /AdobeArabic-BoldItalic
    /AdobeArabic-Italic
    /AdobeArabic-Regular
    /AdobeHebrew-Bold
    /AdobeHebrew-BoldItalic
    /AdobeHebrew-Italic
    /AdobeHebrew-Regular
    /AdobeHeitiStd-Regular
    /AdobeMingStd-Light
    /AdobeMyungjoStd-Medium
    /AdobePiStd
    /AdobeSansMM
    /AdobeSerifMM
    /AdobeSongStd-Light
    /AdobeThai-Bold
    /AdobeThai-BoldItalic
    /AdobeThai-Italic
    /AdobeThai-Regular
    /AGaramond-Bold
    /AGaramond-BoldItalic
    /AGaramond-Italic
    /AGaramond-Regular
    /AGaramond-Semibold
    /AGaramond-SemiboldItalic
    /AgencyFB-Bold
    /AgencyFB-Reg
    /AGOldFace-Outline
    /AharoniBold
    /Algerian
    /Americana
    /Americana-ExtraBold
    /AndaleMono
    /AndaleMonoIPA
    /AngsanaNew
    /AngsanaNew-Bold
    /AngsanaNew-BoldItalic
    /AngsanaNew-Italic
    /AngsanaUPC
    /AngsanaUPC-Bold
    /AngsanaUPC-BoldItalic
    /AngsanaUPC-Italic
    /Anna
    /ArialAlternative
    /ArialAlternativeSymbol
    /Arial-Black
    /Arial-BlackItalic
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialMT-Black
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialRoundedMTBold
    /ArialUnicodeMS
    /ArrusBT-Bold
    /ArrusBT-BoldItalic
    /ArrusBT-Italic
    /ArrusBT-Roman
    /AvantGarde-Book
    /AvantGarde-BookOblique
    /AvantGarde-Demi
    /AvantGarde-DemiOblique
    /AvantGardeITCbyBT-Book
    /AvantGardeITCbyBT-BookOblique
    /BakerSignet
    /BankGothicBT-Medium
    /Barmeno-Bold
    /Barmeno-ExtraBold
    /Barmeno-Medium
    /Barmeno-Regular
    /Baskerville
    /BaskervilleBE-Italic
    /BaskervilleBE-Medium
    /BaskervilleBE-MediumItalic
    /BaskervilleBE-Regular
    /Baskerville-Bold
    /Baskerville-BoldItalic
    /Baskerville-Italic
    /BaskOldFace
    /Batang
    /BatangChe
    /Bauhaus93
    /Bellevue
    /BellGothicStd-Black
    /BellGothicStd-Bold
    /BellGothicStd-Light
    /BellMT
    /BellMTBold
    /BellMTItalic
    /BerlingAntiqua-Bold
    /BerlingAntiqua-BoldItalic
    /BerlingAntiqua-Italic
    /BerlingAntiqua-Roman
    /BerlinSansFB-Bold
    /BerlinSansFBDemi-Bold
    /BerlinSansFB-Reg
    /BernardMT-Condensed
    /BernhardModernBT-Bold
    /BernhardModernBT-BoldItalic
    /BernhardModernBT-Italic
    /BernhardModernBT-Roman
    /BiffoMT
    /BinnerD
    /BinnerGothic
    /BlackadderITC-Regular
    /Blackoak
    /Bodoni
    /Bodoni-Bold
    /Bodoni-BoldItalic
    /Bodoni-Italic
    /BodoniMT
    /BodoniMTBlack
    /BodoniMTBlack-Italic
    /BodoniMT-Bold
    /BodoniMT-BoldItalic
    /BodoniMTCondensed
    /BodoniMTCondensed-Bold
    /BodoniMTCondensed-BoldItalic
    /BodoniMTCondensed-Italic
    /BodoniMT-Italic
    /BodoniMTPosterCompressed
    /Bodoni-Poster
    /Bodoni-PosterCompressed
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /Bookman-Demi
    /Bookman-DemiItalic
    /Bookman-Light
    /Bookman-LightItalic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolOne-Regular
    /BookshelfSymbolSeven
    /BookshelfSymbolThree-Regular
    /BookshelfSymbolTwo-Regular
    /Botanical
    /Boton-Italic
    /Boton-Medium
    /Boton-MediumItalic
    /Boton-Regular
    /Boulevard
    /BradleyHandITC
    /Braggadocio
    /BritannicBold
    /Broadway
    /BrowalliaNew
    /BrowalliaNew-Bold
    /BrowalliaNew-BoldItalic
    /BrowalliaNew-Italic
    /BrowalliaUPC
    /BrowalliaUPC-Bold
    /BrowalliaUPC-BoldItalic
    /BrowalliaUPC-Italic
    /BrushScript
    /BrushScriptMT
    /CaflischScript-Bold
    /CaflischScript-Regular
    /Calibri
    /Calibri-Bold
    /Calibri-BoldItalic
    /Calibri-Italic
    /CalifornianFB-Bold
    /CalifornianFB-Italic
    /CalifornianFB-Reg
    /CalisMTBol
    /CalistoMT
    /CalistoMT-BoldItalic
    /CalistoMT-Italic
    /Cambria
    /Cambria-Bold
    /Cambria-BoldItalic
    /Cambria-Italic
    /CambriaMath
    /Candara
    /Candara-Bold
    /Candara-BoldItalic
    /Candara-Italic
    /Carta
    /CaslonOpenfaceBT-Regular
    /Castellar
    /CastellarMT
    /Centaur
    /Centaur-Italic
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchL-Bold
    /CenturySchL-BoldItal
    /CenturySchL-Ital
    /CenturySchL-Roma
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /CGTimes-Bold
    /CGTimes-BoldItalic
    /CGTimes-Italic
    /CGTimes-Regular
    /CharterBT-Bold
    /CharterBT-BoldItalic
    /CharterBT-Italic
    /CharterBT-Roman
    /CheltenhamITCbyBT-Bold
    /CheltenhamITCbyBT-BoldItalic
    /CheltenhamITCbyBT-Book
    /CheltenhamITCbyBT-BookItalic
    /Chiller-Regular
    /CMB10
    /CMBSY10
    /CMBSY5
    /CMBSY6
    /CMBSY7
    /CMBSY8
    /CMBSY9
    /CMBX10
    /CMBX12
    /CMBX5
    /CMBX6
    /CMBX7
    /CMBX8
    /CMBX9
    /CMBXSL10
    /CMBXTI10
    /CMCSC10
    /CMCSC8
    /CMCSC9
    /CMDUNH10
    /CMEX10
    /CMEX7
    /CMEX8
    /CMEX9
    /CMFF10
    /CMFI10
    /CMFIB8
    /CMINCH
    /CMITT10
    /CMMI10
    /CMMI12
    /CMMI5
    /CMMI6
    /CMMI7
    /CMMI8
    /CMMI9
    /CMMIB10
    /CMMIB5
    /CMMIB6
    /CMMIB7
    /CMMIB8
    /CMMIB9
    /CMR10
    /CMR12
    /CMR17
    /CMR5
    /CMR6
    /CMR7
    /CMR8
    /CMR9
    /CMSL10
    /CMSL12
    /CMSL8
    /CMSL9
    /CMSLTT10
    /CMSS10
    /CMSS12
    /CMSS17
    /CMSS8
    /CMSS9
    /CMSSBX10
    /CMSSDC10
    /CMSSI10
    /CMSSI12
    /CMSSI17
    /CMSSI8
    /CMSSI9
    /CMSSQ8
    /CMSSQI8
    /CMSY10
    /CMSY5
    /CMSY6
    /CMSY7
    /CMSY8
    /CMSY9
    /CMTCSC10
    /CMTEX10
    /CMTEX8
    /CMTEX9
    /CMTI10
    /CMTI12
    /CMTI7
    /CMTI8
    /CMTI9
    /CMTT10
    /CMTT12
    /CMTT8
    /CMTT9
    /CMU10
    /CMVTT10
    /ColonnaMT
    /Colossalis-Bold
    /ComicSansMS
    /ComicSansMS-Bold
    /Consolas
    /Consolas-Bold
    /Consolas-BoldItalic
    /Consolas-Italic
    /Constantia
    /Constantia-Bold
    /Constantia-BoldItalic
    /Constantia-Italic
    /CooperBlack
    /CopperplateGothic-Bold
    /CopperplateGothic-Light
    /Copperplate-ThirtyThreeBC
    /Corbel
    /Corbel-Bold
    /Corbel-BoldItalic
    /Corbel-Italic
    /CordiaNew
    /CordiaNew-Bold
    /CordiaNew-BoldItalic
    /CordiaNew-Italic
    /CordiaUPC
    /CordiaUPC-Bold
    /CordiaUPC-BoldItalic
    /CordiaUPC-Italic
    /Courier
    /Courier-Bold
    /Courier-BoldOblique
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /Courier-Oblique
    /CourierStd
    /CourierStd-Bold
    /CourierStd-BoldOblique
    /CourierStd-Oblique
    /CourierX-Bold
    /CourierX-BoldOblique
    /CourierX-Oblique
    /CourierX-Regular
    /CreepyRegular
    /CurlzMT
    /David-Bold
    /David-Reg
    /DavidTransparent
    /Desdemona
    /DilleniaUPC
    /DilleniaUPCBold
    /DilleniaUPCBoldItalic
    /DilleniaUPCItalic
    /Dingbats
    /DomCasual
    /Dotum
    /DotumChe
    /EdwardianScriptITC
    /Elephant-Italic
    /Elephant-Regular
    /EngraversGothicBT-Regular
    /EngraversMT
    /EraserDust
    /ErasITC-Bold
    /ErasITC-Demi
    /ErasITC-Light
    /ErasITC-Medium
    /ErieBlackPSMT
    /ErieLightPSMT
    /EriePSMT
    /EstrangeloEdessa
    /Euclid
    /Euclid-Bold
    /Euclid-BoldItalic
    /EuclidExtra
    /EuclidExtra-Bold
    /EuclidFraktur
    /EuclidFraktur-Bold
    /Euclid-Italic
    /EuclidMathOne
    /EuclidMathOne-Bold
    /EuclidMathTwo
    /EuclidMathTwo-Bold
    /EuclidSymbol
    /EuclidSymbol-Bold
    /EuclidSymbol-BoldItalic
    /EuclidSymbol-Italic
    /EucrosiaUPC
    /EucrosiaUPCBold
    /EucrosiaUPCBoldItalic
    /EucrosiaUPCItalic
    /EUEX10
    /EUEX7
    /EUEX8
    /EUEX9
    /EUFB10
    /EUFB5
    /EUFB7
    /EUFM10
    /EUFM5
    /EUFM7
    /EURB10
    /EURB5
    /EURB7
    /EURM10
    /EURM5
    /EURM7
    /EuroMono-Bold
    /EuroMono-BoldItalic
    /EuroMono-Italic
    /EuroMono-Regular
    /EuroSans-Bold
    /EuroSans-BoldItalic
    /EuroSans-Italic
    /EuroSans-Regular
    /EuroSerif-Bold
    /EuroSerif-BoldItalic
    /EuroSerif-Italic
    /EuroSerif-Regular
    /EuroSig
    /EUSB10
    /EUSB5
    /EUSB7
    /EUSM10
    /EUSM5
    /EUSM7
    /FelixTitlingMT
    /Fences
    /FencesPlain
    /FigaroMT
    /FixedMiriamTransparent
    /FootlightMTLight
    /Formata-Italic
    /Formata-Medium
    /Formata-MediumItalic
    /Formata-Regular
    /ForteMT
    /FranklinGothic-Book
    /FranklinGothic-BookItalic
    /FranklinGothic-Demi
    /FranklinGothic-DemiCond
    /FranklinGothic-DemiItalic
    /FranklinGothic-Heavy
    /FranklinGothic-HeavyItalic
    /FranklinGothicITCbyBT-Book
    /FranklinGothicITCbyBT-BookItal
    /FranklinGothicITCbyBT-Demi
    /FranklinGothicITCbyBT-DemiItal
    /FranklinGothic-Medium
    /FranklinGothic-MediumCond
    /FranklinGothic-MediumItalic
    /FrankRuehl
    /FreesiaUPC
    /FreesiaUPCBold
    /FreesiaUPCBoldItalic
    /FreesiaUPCItalic
    /FreestyleScript-Regular
    /FrenchScriptMT
    /Frutiger-Black
    /Frutiger-BlackCn
    /Frutiger-BlackItalic
    /Frutiger-Bold
    /Frutiger-BoldCn
    /Frutiger-BoldItalic
    /Frutiger-Cn
    /Frutiger-ExtraBlackCn
    /Frutiger-Italic
    /Frutiger-Light
    /Frutiger-LightCn
    /Frutiger-LightItalic
    /Frutiger-Roman
    /Frutiger-UltraBlack
    /Futura-Bold
    /Futura-BoldOblique
    /Futura-Book
    /Futura-BookOblique
    /FuturaBT-Bold
    /FuturaBT-BoldItalic
    /FuturaBT-Book
    /FuturaBT-BookItalic
    /FuturaBT-Medium
    /FuturaBT-MediumItalic
    /Futura-Light
    /Futura-LightOblique
    /GalliardITCbyBT-Bold
    /GalliardITCbyBT-BoldItalic
    /GalliardITCbyBT-Italic
    /GalliardITCbyBT-Roman
    /Garamond
    /Garamond-Bold
    /Garamond-BoldCondensed
    /Garamond-BoldCondensedItalic
    /Garamond-BoldItalic
    /Garamond-BookCondensed
    /Garamond-BookCondensedItalic
    /Garamond-Italic
    /Garamond-LightCondensed
    /Garamond-LightCondensedItalic
    /Gautami
    /GeometricSlab703BT-Light
    /GeometricSlab703BT-LightItalic
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /GeorgiaRef
    /Giddyup
    /Giddyup-Thangs
    /Gigi-Regular
    /GillSans
    /GillSans-Bold
    /GillSans-BoldItalic
    /GillSans-Condensed
    /GillSans-CondensedBold
    /GillSans-Italic
    /GillSans-Light
    /GillSans-LightItalic
    /GillSansMT
    /GillSansMT-Bold
    /GillSansMT-BoldItalic
    /GillSansMT-Condensed
    /GillSansMT-ExtraCondensedBold
    /GillSansMT-Italic
    /GillSans-UltraBold
    /GillSans-UltraBoldCondensed
    /GloucesterMT-ExtraCondensed
    /Gothic-Thirteen
    /GoudyOldStyleBT-Bold
    /GoudyOldStyleBT-BoldItalic
    /GoudyOldStyleBT-Italic
    /GoudyOldStyleBT-Roman
    /GoudyOldStyleT-Bold
    /GoudyOldStyleT-Italic
    /GoudyOldStyleT-Regular
    /GoudyStout
    /GoudyTextMT-LombardicCapitals
    /GSIDefaultSymbols
    /Gulim
    /GulimChe
    /Gungsuh
    /GungsuhChe
    /Haettenschweiler
    /HarlowSolid
    /Harrington
    /Helvetica
    /Helvetica-Black
    /Helvetica-BlackOblique
    /Helvetica-Bold
    /Helvetica-BoldOblique
    /Helvetica-Condensed
    /Helvetica-Condensed-Black
    /Helvetica-Condensed-BlackObl
    /Helvetica-Condensed-Bold
    /Helvetica-Condensed-BoldObl
    /Helvetica-Condensed-Light
    /Helvetica-Condensed-LightObl
    /Helvetica-Condensed-Oblique
    /Helvetica-Fraction
    /Helvetica-Narrow
    /Helvetica-Narrow-Bold
    /Helvetica-Narrow-BoldOblique
    /Helvetica-Narrow-Oblique
    /Helvetica-Oblique
    /HighTowerText-Italic
    /HighTowerText-Reg
    /Humanist521BT-BoldCondensed
    /Humanist521BT-Light
    /Humanist521BT-LightItalic
    /Humanist521BT-RomanCondensed
    /Imago-ExtraBold
    /Impact
    /ImprintMT-Shadow
    /InformalRoman-Regular
    /IrisUPC
    /IrisUPCBold
    /IrisUPCBoldItalic
    /IrisUPCItalic
    /Ironwood
    /ItcEras-Medium
    /ItcKabel-Bold
    /ItcKabel-Book
    /ItcKabel-Demi
    /ItcKabel-Medium
    /ItcKabel-Ultra
    /JasmineUPC
    /JasmineUPC-Bold
    /JasmineUPC-BoldItalic
    /JasmineUPC-Italic
    /JoannaMT
    /JoannaMT-Italic
    /Jokerman-Regular
    /JuiceITC-Regular
    /Kartika
    /Kaufmann
    /KaufmannBT-Bold
    /KaufmannBT-Regular
    /KidTYPEPaint
    /KinoMT
    /KodchiangUPC
    /KodchiangUPC-Bold
    /KodchiangUPC-BoldItalic
    /KodchiangUPC-Italic
    /KorinnaITCbyBT-Regular
    /KozGoProVI-Medium
    /KozMinProVI-Regular
    /KristenITC-Regular
    /KunstlerScript
    /Latha
    /LatinWide
    /LetterGothic
    /LetterGothic-Bold
    /LetterGothic-BoldOblique
    /LetterGothic-BoldSlanted
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LetterGothic-Slanted
    /LetterGothicStd
    /LetterGothicStd-Bold
    /LetterGothicStd-BoldSlanted
    /LetterGothicStd-Slanted
    /LevenimMT
    /LevenimMTBold
    /LilyUPC
    /LilyUPCBold
    /LilyUPCBoldItalic
    /LilyUPCItalic
    /Lithos-Black
    /Lithos-Regular
    /LotusWPBox-Roman
    /LotusWPIcon-Roman
    /LotusWPIntA-Roman
    /LotusWPIntB-Roman
    /LotusWPType-Roman
    /LucidaBright
    /LucidaBright-Demi
    /LucidaBright-DemiItalic
    /LucidaBright-Italic
    /LucidaCalligraphy-Italic
    /LucidaConsole
    /LucidaFax
    /LucidaFax-Demi
    /LucidaFax-DemiItalic
    /LucidaFax-Italic
    /LucidaHandwriting-Italic
    /LucidaSans
    /LucidaSans-Demi
    /LucidaSans-DemiItalic
    /LucidaSans-Italic
    /LucidaSans-Typewriter
    /LucidaSans-TypewriterBold
    /LucidaSans-TypewriterBoldOblique
    /LucidaSans-TypewriterOblique
    /LucidaSansUnicode
    /Lydian
    /Magneto-Bold
    /MaiandraGD-Regular
    /Mangal-Regular
    /Map-Symbols
    /MathA
    /MathB
    /MathC
    /Mathematica1
    /Mathematica1-Bold
    /Mathematica1Mono
    /Mathematica1Mono-Bold
    /Mathematica2
    /Mathematica2-Bold
    /Mathematica2Mono
    /Mathematica2Mono-Bold
    /Mathematica3
    /Mathematica3-Bold
    /Mathematica3Mono
    /Mathematica3Mono-Bold
    /Mathematica4
    /Mathematica4-Bold
    /Mathematica4Mono
    /Mathematica4Mono-Bold
    /Mathematica5
    /Mathematica5-Bold
    /Mathematica5Mono
    /Mathematica5Mono-Bold
    /Mathematica6
    /Mathematica6Bold
    /Mathematica6Mono
    /Mathematica6MonoBold
    /Mathematica7
    /Mathematica7Bold
    /Mathematica7Mono
    /Mathematica7MonoBold
    /MatisseITC-Regular
    /MaturaMTScriptCapitals
    /Mesquite
    /Mezz-Black
    /Mezz-Regular
    /MICR
    /MicrosoftSansSerif
    /MingLiU
    /Minion-BoldCondensed
    /Minion-BoldCondensedItalic
    /Minion-Condensed
    /Minion-CondensedItalic
    /Minion-Ornaments
    /MinionPro-Bold
    /MinionPro-BoldIt
    /MinionPro-It
    /MinionPro-Regular
    /MinionPro-Semibold
    /MinionPro-SemiboldIt
    /Miriam
    /MiriamFixed
    /MiriamTransparent
    /Mistral
    /Modern-Regular
    /MonotypeCorsiva
    /MonotypeSorts
    /MSAM10
    /MSAM5
    /MSAM6
    /MSAM7
    /MSAM8
    /MSAM9
    /MSBM10
    /MSBM5
    /MSBM6
    /MSBM7
    /MSBM8
    /MSBM9
    /MS-Gothic
    /MSHei
    /MSLineDrawPSMT
    /MS-Mincho
    /MSOutlook
    /MS-PGothic
    /MS-PMincho
    /MSReference1
    /MSReference2
    /MSReferenceSansSerif
    /MSReferenceSansSerif-Bold
    /MSReferenceSansSerif-BoldItalic
    /MSReferenceSansSerif-Italic
    /MSReferenceSerif
    /MSReferenceSerif-Bold
    /MSReferenceSerif-BoldItalic
    /MSReferenceSerif-Italic
    /MSReferenceSpecialty
    /MSSong
    /MS-UIGothic
    /MT-Extra
    /MT-Symbol
    /MT-Symbol-Italic
    /MVBoli
    /Myriad-Bold
    /Myriad-BoldItalic
    /Myriad-Italic
    /MyriadPro-Black
    /MyriadPro-BlackIt
    /MyriadPro-Bold
    /MyriadPro-BoldIt
    /MyriadPro-It
    /MyriadPro-Light
    /MyriadPro-LightIt
    /MyriadPro-Regular
    /MyriadPro-Semibold
    /MyriadPro-SemiboldIt
    /Myriad-Roman
    /Narkisim
    /NewCenturySchlbk-Bold
    /NewCenturySchlbk-BoldItalic
    /NewCenturySchlbk-Italic
    /NewCenturySchlbk-Roman
    /NewMilleniumSchlbk-BoldItalicSH
    /NewsGothic
    /NewsGothic-Bold
    /NewsGothicBT-Bold
    /NewsGothicBT-BoldItalic
    /NewsGothicBT-Italic
    /NewsGothicBT-Roman
    /NewsGothic-Condensed
    /NewsGothic-Italic
    /NewsGothicMT
    /NewsGothicMT-Bold
    /NewsGothicMT-Italic
    /NiagaraEngraved-Reg
    /NiagaraSolid-Reg
    /NimbusMonL-Bold
    /NimbusMonL-BoldObli
    /NimbusMonL-Regu
    /NimbusMonL-ReguObli
    /NimbusRomNo9L-Medi
    /NimbusRomNo9L-MediItal
    /NimbusRomNo9L-Regu
    /NimbusRomNo9L-ReguItal
    /NimbusSanL-Bold
    /NimbusSanL-BoldCond
    /NimbusSanL-BoldCondItal
    /NimbusSanL-BoldItal
    /NimbusSanL-Regu
    /NimbusSanL-ReguCond
    /NimbusSanL-ReguCondItal
    /NimbusSanL-ReguItal
    /Nimrod
    /Nimrod-Bold
    /Nimrod-BoldItalic
    /Nimrod-Italic
    /NSimSun
    /Nueva-BoldExtended
    /Nueva-BoldExtendedItalic
    /Nueva-Italic
    /Nueva-Roman
    /NuptialScript
    /OCRA
    /OCRA-Alternate
    /OCRAExtended
    /OCRB
    /OCRB-Alternate
    /OfficinaSans-Bold
    /OfficinaSans-BoldItalic
    /OfficinaSans-Book
    /OfficinaSans-BookItalic
    /OfficinaSerif-Bold
    /OfficinaSerif-BoldItalic
    /OfficinaSerif-Book
    /OfficinaSerif-BookItalic
    /OldEnglishTextMT
    /Onyx
    /OnyxBT-Regular
    /OzHandicraftBT-Roman
    /PalaceScriptMT
    /Palatino-Bold
    /Palatino-BoldItalic
    /Palatino-Italic
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Palatino-Roman
    /PapyrusPlain
    /Papyrus-Regular
    /Parchment-Regular
    /Parisian
    /ParkAvenue
    /Penumbra-SemiboldFlare
    /Penumbra-SemiboldSans
    /Penumbra-SemiboldSerif
    /PepitaMT
    /Perpetua
    /Perpetua-Bold
    /Perpetua-BoldItalic
    /Perpetua-Italic
    /PerpetuaTitlingMT-Bold
    /PerpetuaTitlingMT-Light
    /PhotinaCasualBlack
    /Playbill
    /PMingLiU
    /Poetica-SuppOrnaments
    /PoorRichard-Regular
    /PopplLaudatio-Italic
    /PopplLaudatio-Medium
    /PopplLaudatio-MediumItalic
    /PopplLaudatio-Regular
    /PrestigeElite
    /Pristina-Regular
    /PTBarnumBT-Regular
    /Raavi
    /RageItalic
    /Ravie
    /RefSpecialty
    /Ribbon131BT-Bold
    /Rockwell
    /Rockwell-Bold
    /Rockwell-BoldItalic
    /Rockwell-Condensed
    /Rockwell-CondensedBold
    /Rockwell-ExtraBold
    /Rockwell-Italic
    /Rockwell-Light
    /Rockwell-LightItalic
    /Rod
    /RodTransparent
    /RunicMT-Condensed
    /Sanvito-Light
    /Sanvito-Roman
    /ScriptC
    /ScriptMTBold
    /SegoeUI
    /SegoeUI-Bold
    /SegoeUI-BoldItalic
    /SegoeUI-Italic
    /Serpentine-BoldOblique
    /ShelleyVolanteBT-Regular
    /ShowcardGothic-Reg
    /Shruti
    /SimHei
    /SimSun
    /SnapITC-Regular
    /StandardSymL
    /Stencil
    /StoneSans
    /StoneSans-Bold
    /StoneSans-BoldItalic
    /StoneSans-Italic
    /StoneSans-Semibold
    /StoneSans-SemiboldItalic
    /Stop
    /Swiss721BT-BlackExtended
    /Sylfaen
    /Symbol
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /Tci1
    /Tci1Bold
    /Tci1BoldItalic
    /Tci1Italic
    /Tci2
    /Tci2Bold
    /Tci2BoldItalic
    /Tci2Italic
    /Tci3
    /Tci3Bold
    /Tci3BoldItalic
    /Tci3Italic
    /Tci4
    /Tci4Bold
    /Tci4BoldItalic
    /Tci4Italic
    /TechnicalItalic
    /TechnicalPlain
    /Tekton
    /Tekton-Bold
    /TektonMM
    /Tempo-HeavyCondensed
    /Tempo-HeavyCondensedItalic
    /TempusSansITC
    /Times-Bold
    /Times-BoldItalic
    /Times-BoldItalicOsF
    /Times-BoldSC
    /Times-ExtraBold
    /Times-Italic
    /Times-ItalicOsF
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Times-Roman
    /Times-RomanSC
    /Trajan-Bold
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Tunga-Regular
    /TwCenMT-Bold
    /TwCenMT-BoldItalic
    /TwCenMT-Condensed
    /TwCenMT-CondensedBold
    /TwCenMT-CondensedExtraBold
    /TwCenMT-CondensedMedium
    /TwCenMT-Italic
    /TwCenMT-Regular
    /Univers-Bold
    /Univers-BoldItalic
    /UniversCondensed-Bold
    /UniversCondensed-BoldItalic
    /UniversCondensed-Medium
    /UniversCondensed-MediumItalic
    /Univers-Medium
    /Univers-MediumItalic
    /URWBookmanL-DemiBold
    /URWBookmanL-DemiBoldItal
    /URWBookmanL-Ligh
    /URWBookmanL-LighItal
    /URWChanceryL-MediItal
    /URWGothicL-Book
    /URWGothicL-BookObli
    /URWGothicL-Demi
    /URWGothicL-DemiObli
    /URWPalladioL-Bold
    /URWPalladioL-BoldItal
    /URWPalladioL-Ital
    /URWPalladioL-Roma
    /USPSBarCode
    /VAGRounded-Black
    /VAGRounded-Bold
    /VAGRounded-Light
    /VAGRounded-Thin
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /VerdanaRef
    /VinerHandITC
    /Viva-BoldExtraExtended
    /Vivaldii
    /Viva-LightCondensed
    /Viva-Regular
    /VladimirScript
    /Vrinda
    /Webdings
    /Westminster
    /Willow
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /WNCYB10
    /WNCYI10
    /WNCYR10
    /WNCYSC10
    /WNCYSS10
    /WoodtypeOrnaments-One
    /WoodtypeOrnaments-Two
    /WP-ArabicScriptSihafa
    /WP-ArabicSihafa
    /WP-BoxDrawing
    /WP-CyrillicA
    /WP-CyrillicB
    /WP-GreekCentury
    /WP-GreekCourier
    /WP-GreekHelve
    /WP-HebrewDavid
    /WP-IconicSymbolsA
    /WP-IconicSymbolsB
    /WP-Japanese
    /WP-MathA
    /WP-MathB
    /WP-MathExtendedA
    /WP-MathExtendedB
    /WP-MultinationalAHelve
    /WP-MultinationalARoman
    /WP-MultinationalBCourier
    /WP-MultinationalBHelve
    /WP-MultinationalBRoman
    /WP-MultinationalCourier
    /WP-Phonetic
    /WPTypographicSymbols
    /XYATIP10
    /XYBSQL10
    /XYBTIP10
    /XYCIRC10
    /XYCMAT10
    /XYCMBT10
    /XYDASH10
    /XYEUAT10
    /XYEUBT10
    /ZapfChancery-MediumItalic
    /ZapfDingbats
    /ZapfHumanist601BT-Bold
    /ZapfHumanist601BT-BoldItalic
    /ZapfHumanist601BT-Demi
    /ZapfHumanist601BT-DemiItalic
    /ZapfHumanist601BT-Italic
    /ZapfHumanist601BT-Roman
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 200
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 2.00333
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 1.30
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 10
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 10
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 200
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 2.00333
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 1.30
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 10
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 10
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 400
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.00167
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e5c4f5e55663e793a3001901a8fc775355b5090ae4ef653d190014ee553ca901a8fc756e072797f5153d15e03300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc87a25e55986f793a3001901a904e96fb5b5090f54ef650b390014ee553ca57287db2969b7db28def4e0a767c5e03300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV <>
    /HUN <>
    /ITA <>
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020d654ba740020d45cc2dc002c0020c804c7900020ba54c77c002c0020c778d130b137c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor weergave op een beeldscherm, e-mail en internet. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
    /ENU (Use these settings to create Adobe PDF documents best suited for on-screen display, e-mail, and the Internet.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToRGB
      /DestinationProfileName (sRGB IEC61966-2.1)
      /DestinationProfileSelector /UseName
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles true
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /NA
      /PreserveEditing false
      /UntaggedCMYKHandling /UseDocumentProfile
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


